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Abstract
Automated vehicles (AVs) have long been predicted to disrupt the transportation
industry any moment. Although numerous companies have shared that optimism
and supported development, it now seems that the challenges of building automated
vehicles are becoming apparent and are pushing the vision far into the future. While
manufacturers are making technological progress there are concerns about the safety
of AVs. For AVs new types of accidents such as accidents due to unsafe software
behavior and interactions between vehicle hardware, software, and humans must be
considered in addition to what has been done for the safety of conventional vehicles.
Many stakeholders in the AV industry are looking for ways to ensure and demonstrate
the safety of AV designs. For one, regulators are responsible for assessing safety and
granting certification based on whether a minimum level of confidence in safety was
achieved. Similarly, manufacturers need to be able to argue for the safety of their
AV design in order to receive certification and convince customers. Finally, suppliers
such as software/hardware providers, AV app developers, etc., also depend on a way
to demonstrate the safety of their product and convince Original Equipment Manufacturers (OEMs). Hence, safety is an important problem for the progress of the AV
industry that calls for a solution.
This thesis presents a potential solution by suggesting a model-based certification.
First, currently existing problems with AV safety and the currently taken approaches
to address AV safety are identified. Then, an alternative model-based safety approach
that addresses the identified problems is demonstrated and a conceptual architecture
model and safety requirements are derived. Finally, it is shown how the modelbased safety approach may be implemented through certification. The application to
safety-related problems such as regulation and the insurance of AVs is outlined and
an organizational structure and processes for model-based certification are derived.
Thesis Supervisor: Nancy Leveson
Title: Professor of Aeronautics and Astronautics
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Chapter 1
Introduction
This chapter lays out the potential benefits of Automated Vehicles (AVs) as well as
current challenges in their development and argues for a new approach to certification.
Section 1.1 outlines the motivation for a new certification approach based on which
the research objectives of this thesis are formulated in Section 1.2. An overview of
the thesis chapters is given in Section 1.3.

1.1

Motivation for a Model-Based Approach to
Certification

Automated Vehicles (AVs) have long been predicted to disrupt the transportation
industry and bring greater quality to our daily lives. Optimists agree that AVs will
become a reality shortly ([8], [9]) and even that a full transition to autonomous cars
will be achieved within a few decades [10]. Many companies across different industries (e.g. Google, Apple, Tesla, Volkswagen, Uber, Toyota, Mercedes-Benz, etc.)
have shown their interest and commitment to the development of autonomous vehicles ([10], [11]). Beyond offering increased mobility and comfort ([11],[12], [13, Ch. 1]),
relaxing today‘s parking problem [11], and possibly reducing traffic congestion [11]
AVs are expected to increase fuel economy ([11], [12], [13, Ch. 1]) and offer faster
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transportation at the latest once communication between vehicles and the infrastructure around them is established [10].

However, the most popular argument is usually made about safety: Advocates expect
AVs to reduce the number of traffic accidents and incidents and ultimately enhance
road safety ([8], [12], [11], [14], [15], [16, p. 202]). Improved safety is seen as a
result coming not only from the AV‘s potential future ability of vehicle-to-vehicle
communication (V2V) [10] but also their innate capability to outperform humans
as drivers [17]. Human error is often identified as the cause in accidents1 [11] and
many argue that removing the human operator will eliminate the events that lead to
accidents ([10], [13, Ch. 1]). An estimate by the National Highway Transportation
Safety Administration (NHTSA) even predicts that AVs together with V2V communication would help avoid about 500000 crashes and save about 930 lives per year [10].

Besides the optimism that AVs will benefit society there is also doubt on when and if
at all AVs will fulfil the expectations placed on them [13, Ch. 1]. In fact, some companies claim that the arrival of AVs is overestimated and their design will take more
effort and resources than originally anticipated [18]. While the debate about AVs is
often centered around technical questions (e.g. how to validate, verify, and interpret
the non-deterministic behavior of algorithms, if there is enough satellite coverage for
AVs to work reliably, how much sensors will be needed, etc.) ([13, Ch. 1], [19], [20]),
the challenges ahead are multi-disciplinary and reach far beyond technology (see [21]).

First, there are legal challenges pertaining to liability ([14], [13, Ch. 1]). Even today,
where the driving task is still shared between the vehicle and the human operator
who is still responsible for the vehicle‘s safety, it is often hard to argue if and when
the human operator should have intervened and if the human operator can be held
responsible. With an increasing level of automation in AVs courts, insurance compa1

Many accident analyses only identify the proximate events leading to an accident. Often however,
more extensive analysis can identify a variety of causal factors.
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nies, and automobile companies will face additional challenges.

Second, AVs raise questions about social acceptance [14]. Humans have been driving
vehicles for decades and convincing operators to invest in new technology, give up
control, and trust a computer with the driving task will be a challenge even for the
companies with the most advanced products.

Third, AVs introduce a new dimension of complexity that brings along a set of additional safety gaps and challenges. As computers take on more functions and are
given more authority within systems their complexity is growing [22]. In aerospace
and automotive in particular, systems of the latest generation are characterized by an
increased amount of software, a higher level of software and system complexity2 ([24],
[25], [26]) and operation in complex environments. AVs, for example, are being deployed in a non-homogeneous environment to operate together with conventional
vehicles and other road users whose behavior is hard to anticipate ([10], [18]). Vehicle
operation is characterized by shared control between the human and the vehicle [27]
and highly-frequent interaction with its environment that has led to monitoring systems for driver attentiveness, further adding complexity [20]. In addition, unlike in
industries like aerospace, operator training in automotive is usually low and driver
selection is less rigorous [22].

Ultimately, this complexity in automotive leads to challenges in system design ([28],
[11]): Complexity introduces more unknowns and interactions and systems soon become intellectually unmanageable [22]. State spaces of such systems are enormous
and cannot be fully anticipated anymore3 [22]. As a result, the completeness and
correctness of safety requirements and hence, overall system safety, can no longer be
guaranteed ([29], [30], [25], [31], [32]).

2
3

Modern cars have up to 150 million lines of code, compared to 7 million in a B 787 [23]
The Traffic Collidance Avoidance System (TCAS), for example, has 1040 different states [22].
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Fourth, the potential benefits of AVs have created a market with strong economic
competition that may compromise safety [11]. Safety is often seen as a counterweight to performance and treated as a property that needs to be traded off against
performance [28]. This notion is confirmed by recent research activities in automotive that have focused on preventing the over-design of AVs (that is, optimizing the
design) while making sure minimum safety requirements are met (see [8]). In industry too, it has been shown that safety is viewed as a trade-off and finding the right
balance between false-positives and false-negatives can challenge companies and has
contributed to accidents (see [14]).

Lastly, security poses a key challenge for the success of AVs ([33], [14]). While vehicles
become more computerized and allow more functionality it requires putting security
measures in place that are dedicated to prevent or limit unauthorized control by third
parties ([13, Ch. 1], [10]).

Progress with AVs and turning their potential into a benefit for society is currently
obstructed by the many challenges they bring along. While it was shown that those
challenges range across multiple sectors, their majority can be addressed by certification. The challenges arising from the AVs‘ high complexity and strong economic
competition, for example, point to AV safety and call for an answer to the question
of the certification of AVs [34]. Certification that ensures safety will help the public
build trust and eventually make them benefit from AVs. Although regulation alone is
likely not going to resolve all legal challenges completely, it may help industry provide
better designs, rely less on the driver as a backup and an instance for liability, and
ultimately relieve legislators. In addition, regulation may help the roles of humans
and automation to become more distinct and (legal) responsibility can be assigned
more clearly.

Hence, a new approach to certification may support engineers in managing complexity,
provide an opportunity for companies to design AVs without having to trade off safety
20

with system performance, and ultimately help companies and society benefit, leading
the way to large-scale deployment of AVs.

1.2

Research Objectives

The goal of this thesis is to show how the safety problem with AVs may be addressed
more effectively by a certification approach that is based on a generic AV model.
Hence, the objective of this thesis is broken down into the two research questions of
1) how a generic AV model may be created and 2) how the model can be used for
certification to solve currently existing problems. Research question 1) is answered by
demonstrating a systematic way to derive a generic AV model and safety requirements.
An answer to research question 2) is provided by describing how the derived model
may be used for certification and deriving an organizational structure and processes
to implement model-based certification.

1.3

Overview of Chapters

Chapter 1 gives an introduction to the expected benefits of AVs and the challenges
that currently delay progress in development and their large-scale deployment. Both
optimistic views and doubts on the capabilities and safety of AVs are presented and
the need for a new approach to certification is identified. The chapter concludes by
formulating the research objectives of the thesis.

In Chapter 2 a literature review is performed and the state of the art in the safety of
AVs is given. First, a selection of automation-related accidents in automotive is presented and common causal factors are identified (see Section 2.1). Then, Section 2.2
provides an overview on the currently used practices in the development of AVs and
the limitations of the currently used practices are outlined.

In Chapter 3 a generic conceptual architecture model for AVs is derived and a model21

based safety analysis is performed. First, the benefits of using a conceptual architecture model for safety is described (see Section 3.1). Then, in Section 3.2, a methodology to derive a conceptual architecture model is demonstrated and the conceptual
architecture model is used to perform a safety analysis and identify safety requirements (see Section 3.3).

Chapter 4 shows how the suggested model-based approach to safety may be implemented through certification. Section 4.1 outlines the role of certification and
describes how it may be used to solve safety-related problems with AVs such as regulation and insurance. Section 4.2 derives an organizational structure and processes
to implement the suggested model-based certification.

Chapter 5 provides a summary of the research contribution of this thesis and provides
suggestions for future work.
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Chapter 2
Literature Review: Safety of
Automated Vehicles
This chapter reviews the state of the art in the safety of automated vehicles and shows
that there is a safety problem. Section 2.1 presents a selection of automation-related
accidents in automotive and determines common causal factors. In Section 2.2 an
overview is provided on the currently used practices in the development of vehicle
automation and gaps in these practices are identified.

2.1

Automation-Related Accidents in Automotive

Many automation-related accidents have been blamed on human drivers that, until
today, are legally responsible for the driving task, even when it is carried out by automation. While official accident investigations have often identified probable causes
for accidents around the inadequate behavior of drivers the accidents point to gaps in
the design of vehicle automation and therefore can be learned from. This section provides a selection of automation-related accidents in automotive and identifies a set of
common causal factors. In Subsection 2.1.1 a brief description of each of the accidents
is provided. Subsection 2.1.2 gives a summary of the identified common causal factors.
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2.1.1

Description of Accidents

May 7, 2016 / Williston, Florida
A Tesla Model S was traveling on a highway using the vehicle‘s Traffic-Aware Cruise
Control and Autosteer features. As a refrigeration semitrailer truck made a left turn
across the Tesla‘s lane it struck the right side of the truck, crossed underneath it, and
went off the right roadside. After leaving the roadway the Tesla continued through
a drainage culvert and two wire fences, struck and broke a utility pole, rotated, and
came to a rest. The impact had sheared sheared off the Tesla‘s roof and killed the
driver. ([1], [19, p. 42]) A description of the accident is given in Figure 2-1.
Figure 2-1: Vehicle trajectories before and after the collision [1].

November 8, 2017 / Las Vegas, Nevada
As part of a pilot program Navya Arma ran one of its shuttles on a designated test loop
around a shopping center in Las Vegas. On its first day of operation with passengers
a truck backed into an alley in front of the shuttle and struck the shuttle with one of
its front wheels [2]. The accident route of the shuttle is shown in Figure 2-2.

June, 2018 / Newfoundland
A 2016 Acura MDX equipped with a Lane Keeping Assist System was returned to
its owner after a windshield replacement. When the vehicle owner used the LKAS
24

Figure 2-2: Test loop of the shuttle and accident location [2, p. 3].
after the windshield replacement on a road in Newfoundland it veered off its lane
into oncoming traffic. The driver resumed control over the vehicle and prevented an
accident ([19, p. 59f.], [35]).

March 18, 2018 / Tempe, Arizona
A modified 2017 Volvo XC90, operated as an Uber test vehicle with a self-driving
system with one driver ([36], [3], [37]), was traveling in the right through lane of a
two lane road in Tempe ([3], [37]) at approximately 43 mph in automated mode ([3],
[19], [37]). As a pedestrian dressed in dark clothing pushed her bike across a nonilluminated, non-crosswalk region of the road, the Volvo did not slow down and struck
the pedestrian ([19], [3], [37], [36]) with fatal consequences ([13, ch. 1], [36], [3], [37]).
The accident is described in Figure 2-3 and a video showing the accident from the
Volvo‘s inboard camera is provided in [38].

January 22, 2018 / Culver City, California
A 2014 Tesla Model S was cruising in a high-occupancy vehicle lane behind another
vehicle in Autopilot mode when its lead vehicle changed lanes to go around a parked
fire truck1 . The Tesla remained in the lane, accelerated, and struck the rear of the
fire truck at about 31 mph. The accident is visualized in Figure 2-4. [4, p. 1]
1

Because of an earlier collision a fire truck was parked diagonally across the lane.
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Figure 2-3: Paths of the pedestrian and the accident vehicle [3, p. 12].

Figure 2-4: Path and speed of accident vehicle leading up to the accident [4, p. 11].
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March 1, 2019 / Delray Beach, Florida
A 2019 Tesla Model 3 driving on a highway in Delray Beach, Florida in autonomous
mode was approaching a private driveway as a combination vehicle pulled from the
driveway. The combination vehicle crossed the highway and blocked the Tesla‘s path.
The Tesla struck the left side of the semitrailer with about 68 mph, killing the Tesla‘s
driver. [39]
March 23, 2018 / Mountain View, California
A 2017 Tesla Model X was moving on a highway in Mountain View using both the
vehicle‘s Traffic-Aware Cruise Control and Autosteer features. As the vehicle approached an exit ramp it veered out of its lane, entered the gore area of the exit
ramp, and crashed into a damaged crash attenuator at about 71 mph, killing its
driver. A visualization of the accident is given in Figure 2-5. ([19], [5])

Figure 2-5: Trajectory of the accident vehicle before the accident ([5], [6]).

January 20, 2016 / China
A Tesla Model S was traveling in the left lane of a three-lane highway behind another
vehicle in autonomous mode when the vehicle ahead moved into the center lane. The
lane change of the lead vehicle revealed a slow-moving street sweeper truck but the
Tesla did not slow down and crashed into the truck [19]. A description of the accident
27

is provided in Figure 2-6 and a video from the inboard camera of the Tesla is provided
in [40].

Figure 2-6: Vehicle trajectory leading up to the collision (graphic elements from [6]).

February, 2016 / Mountain View, California
A Lexus RX was driving in automated mode on a city road in Mountain View when
it was about to do a right turn on an intersection. As the vehicle was programmed
to go next to the curb whenever taking a right turn, the vehicle was in the rightmost
lane. When the vehicle started to get to the right half of the lane it detected some
sandbags that made the vehicle decide to come to a stop in its lane in order to avoid
driving over them. When the traffic lights in front of the vehicle turned green the
vehicle started moving and detected a bus that was travelling on its left behind it.
The vehicle evaluated the space between itself and the approaching bus and concluded
that there is not enough room for both of the vehicles. The Lexus assumed that the
bus would slow down and the bus driver, too, assumed that the Lexus would stay
put. The bus driver tried to pass the Lexus that kept advancing and hit the side of
the bus. ([41], [42], [43])
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December, 2017 / San Francisco, California
A General Motors Chevrolet Bolt was traveling on a multi-lane road in San Francisco
when it initiated a lane change maneuver into a gap between two vehicles. As the gap
closed rapidly because the vehicle ahead was slowing down the Chevrolet veered back
into its original lane. However, a motorcyclist had already moved forward besides
the Chevrolet and blocked the return maneuver. As a result, the Chevrolet was in a
dilemma situation to either collide with the motorcycle or to crash into the cars in
the adjacent lane and knocked over the motorcyclist. ([44], [45])

March, 2017 / Tempe, Arizona
A vehicle driving on a road in Tempe, Arizona was about to make a turn when an
Uber vehicle in automated mode ran a red light [46]. The vehicle could not brake
fast enough to avoid a collision and crashed with the Uber vehicle. As a result of
the collision the Uber vehicle over-reacted and over-turned. The behavior of the
autonomous driving system was traced to its dynamic model which did not consider
disturbance forces from other vehicles acting on the car [44]. ([47], [48])

Tesla‘s Smart Summon Feature – Incidents and Issues
A new feature called Smart Summon allows Tesla vehicles to leave parking spaces
and navigate around obstacles to their owners autonomously in eligible areas such
as supermarket parking lots ([49], [50], [51]). In the widespread use of the feature
various issues have been reported that cast doubt on whether the technology is ready
for use ([51], [49]).

For one, customers have complained that the automation feels glitchy and sometimes
only works intermittently without an actual benefit for customers [50]. The system is
designed to work only in private parking lots but even then sometimes seems confused
about its location. The vehicle would often stop suddenly for no obvious reason and
erratically wander left and right [50].
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Second, vehicles would sometimes violate traffic rules. For example, during use of the
feature vehicles would not always stay on their side of the lane in parking lots and
in one instance a Tesla drove itself the in the wrong direction on a one-way lane [50].
Another owner claims his Tesla had a near miss when it seemingly failed to understand its lack of right of way [51].

Third, vehicles have been caught running into obstacles while performing seemingly
simple tasks. One owner, for example, reports that his vehicle ran straight into a
wall when it was pulling straight out of his wide garage onto an empty driveway [51].
In addition to the many issues customers have deemed the feature useless in most
situations also because the car would be too slow in driving and take too long to pick
up a person [52].

August, 2015 / Newman, Australia
In a mine in Newman, Australia a control room operator had programmed an autonomous haul truck to do a right turn and perform a loop so the truck could be
positioned underneath an excavator. However, while the right turn and the loop
existed in the control system it was not physically signposted or marked to notify
workers and manually-operated vehicles. When the autonomous truck was following
its programmed procedure and was about to turn a manually-operated water cart
that was travelling in the opposite direction entered its path. The autonomous truck
detected the water cart in its path but could not prevent the collision anymore due to
its speed of about 40 km/h and collided with the water cart. ([53], [7]) A description
of the accident is given in Figure 2-7.

Other Accidents
Until October 16, 2019, the Department of Motor Vehicles of the State of California
has registered 202 collisions involving autonomous vehicles. A complete list of the
registered collisions can be found in [54].
30

Figure 2-7: Collision paths of the autonomous truck and the water cart [7, p. 1].

2.1.2

Common Causal Factors

The described accidents show that safety is an important problem as vehicles become
more and more automated. While automation has received much attention for its
benefits an analysis of the presented accidents suggests that there is a set of common
factors that has remained unaddressed and calls for a more effective approach to
safety. The common causal factors among the presented accidents are given below.

Drivers of automated vehicles did not monitor the automated driving system sufficiently.
Driver attentiveness was an important causal factor in many of the presented accidents. Often, drivers were found overly reliant on the automation system and inattentive for most of the time when they were travelling in autonomous mode ([55],
[19], [5], [56], [4, p. 7ff.], [1, p. 17], [19, p. 42ff.], [57], [58, p. 9], [59], [37, p. 3f.], [36]).
In addition, accident analysis has revealed that feedback from owners of automated
vehicles and other sources that suggests that the observed inattentiveness is common
and not limited to the presented accidents (see [19, p. 40], [55]). Manufacturers have
dedicated features and warning systems to keep drivers involved in the driving task
but the provided warnings did not ensure sustained driver attention ( [5, p. 2], [4], [1,
p. 14]). As a result, drivers were often too distracted to realize, intervene, and avoid
an imminent collision.
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Manufacturers did not ensure that the functionality of their automation
design is sufficient to perform the intended function.
The presented accidents have provided multiple examples in which automated vehicles
did not detect a vehicle ahead or an imminent collision ([10], [19, p. 38, p. 44], [1,
p. 1, p. 15, p. 30f.], [58, p. 1]). While there was no fault in the systems of the accident
vehicles and their performance was in line with the industry state of the art ([1, p. 31],
[58, p. 9, p. 11]) the used systems rely on rear-end collision avoidance technologies
that are not designed to consider all possible crash modes. For example, potential
collision scenarios such as cut-ins, cut-outs, and crossing path collisions are outside
of the functional scope of state-of-the-art collision avoidance systems and may not
always be identified ([58], [19, p. 44], [1, p. 25f.]).

Manufacturers did not ensure that the presentation of automation features
to the public accurately represents and makes aware of system limitations.
Many automotive OEMs refer to their automation features as features for autonomous
driving or autopilot features. However, to date most features still require human supervision and therefore some of the terms that manufacturers use to market their
features have been found misleading ([60], [5], [4, p. 4]).

Tesla, for example, labels its vehicle‘s automation capabilities Autopilot which suggests that the vehicle has a self-sufficient driving system [19, p. 39, p. 41]. At the
same time, Tesla‘s owner‘s manual points to the many limitations of the system, the
need for human supervision, and indicates that the system is rather a driving assistance system. Drivers have frequently expressed that the name “Autopilot“ was
misleading in understanding the system‘s limitations and that the capabilities of the
feature have been oversold [55]. This misleading presentation of automation features
has contributed to drivers‘ lack of understanding of system limitations, over-reliance,
and is an important causal factor.
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Manufacturers did not ensure sufficient maturity of automation designs
before release into operation.
To date, most automation features in automotive still rely on human supervision as a
backup for the limitations of automation technology. As many manufacturers argue
that testing on public roads is necessary to identify problems and improve designs the
release of systems with low maturity is intentional and common practice ([50], [52]).
This approach, however, has lead to problems and has been an important factor in
accidents and problems with automation in automotive ([19, p. 39, p. 41], [2, p. 7]).
As an illustration, Tesla customers have complained about being used as beta testers
for the Smart Summon feature that lulls users into a false sense of confidence [51].
Similarly, some accidents have involved scenarios in which the AVs did not detect
obstacles or other vehicles (see [4], [19, p. 44ff.], [58]) because of low contrast with
the background, complex or unusual vehicle shapes, etc.

Manufacturers did not ensure the validity of design assumptions.
Any system is designed to achieve a certain goal under specified conditions or assumptions about the environment. The design of automation in particular requires
assumptions not only about the vehicle‘s operating environment but also about the
expected behavior of other road users such as manually driven vehicles, pedestrians,
bicyclists, etc. These assumptions have been challenging manufacturers of automated
vehicles and causal factors related to inadequate assumptions can be identified in
many of the presented accidents (see [44], [45], [44], [47], [48], [19, p. 59f.], [35]).

For example, in the Uber accident in Tempe the AV software did not predict the
pedestrian‘s path accurately as a result of different inadequate assumptions in software
design [3]. For one, it was assumed that pedestrians only cross roads at crosswalks and
may not be expected elsewhere. Another flawed assumption included that bicyclists
generally stay in their lane as they follow the road. In the accident, however, the
pedestrian crossing the road was intermittently identified as a bicyclist (as she was
pushing a bicycle) and hence, the software did not anticipate that the pedestrian
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would enter the vehicle‘s lane.

Manufacturers did not sufficiently consider the safety implications of design decisions.
The field of automated vehicles is characterized by high competition, technological
progress, and highly dynamic development. While manufacturers regularly integrate
new or more improved components the high degree of coupling between system components frequently challenges manufacturers‘ capability to account for system properties
such as safety. Often, safety is only considered on component level and the safety
implications of decisions in system design are missed.

To illustrate, both Uber and Tesla agree in their design decision that objects must
be identified by both camera and by radar in order to detect an emergency situation. However, the presented accidents have shown several scenarios in which this
philosophy has contributed to accidents (see [19, p. 39], [4, p. 10ff.], [1, p. 30]). Further examples for inadequate design decisions that contributed to accidents include
Uber‘s decision to disable Volvo‘s default Automatic Emergency Braking system ([19],
[61], [37, p. 2]), Uber‘s accident suppression concept [3, p. 9] and the decision to use
invisible travel paths for autonomous haul trucks [7].

Manufacturers and operator companies did not anticipate the safety impact of management decisions and did not devise sufficient measures to
address currently existing safety issues.
To date automated vehicles still rely on human supervision that is, an attentive driver
who will prevent an accident if the automated system no longer seems to operate
safely. As a result, safety is ultimately in the hands of the human driver and the
role of human drivers can no longer be reduced to supervision only. However, many
of the presented accidents have demonstrated the disconnect between operations, design, and management ([62], [37], [3]) and drivers of automated vehicles were rarely
consulted or involved in decisions that affect safety.
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For example, when Uber decided to reduce the number of drivers in each vehicle
to one person the impact on safety was not considered. While drivers complained
that they were no longer able to monitor each other and were overwhelmed by the
additional tasks they were now responsible for ([37], [3]), management did not identify
the safety impact of their decision2 . Similarly, also in other accidents the accidents‘
causal factors had been identified before and had been reported by drivers but no
decision to make design changes or pause operation of the associated automation
features was taken (see [62], [19]).

Manufacturers did not sufficiently account for interactions with manuallydriven vehicles.
The transfer of the driving task from the human driver to automation is often justified by the potential safety benefits of replacing the error-prone human component.
However, while automation may behave more consistently the accidents presented in
this thesis have shown that unnatural behavior of automation may cause problems in
the interaction with other road users such as manually-driven vehicles, motorcycles,
etc. and can contribute to accidents.

In the shuttle accident in Las Vegas, for instance, the backwards driving truck driver
assumed that the shuttle would stop at a reasonable distance from the truck. The
shuttle however, continued slowly towards the truck and the next time the truck driver
checked the shuttle‘s position the truck had already hit the shuttle (see [2]). Similar
interaction problems had also caused the collision between an automated vehicle and
a motorcyclist (see [44], [45]).

2

A detailed analysis of the accident revealed that Uber‘s risk assessment procedures were inadequate, that Uber did not have a safety division or a dedicated safety manager, and that there were
other safety-related lapses [59].
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Manufacturers did not sufficiently enforce constraints such as limitations
in the operational envelope of the system or local traffic rules in vehicle
design.
The violation of rules by human drivers is a common problem that automated vehicles
are expected to solve. However, to date AV manufacturers do not restrict vehicle
capabilities based on design constraints or local traffic rules and drivers are able to
misuse automated driving systems. For example, drivers have used automation to set
excessive speeds that have contributed to multiple accidents ([56], [1, p. 11], [60], [5],
[48]). Another example where misuse has caused problems is the use of automation
features outside of the intended scope such as on city roads, public parking lots,
etc. ([49], [50], [51], [52]).

2.2

Currently Used Practices in the Development
of Automated Vehicles

Automotive systems have historically been characterized by rather simple mechanical, hydraulic, and electric systems and, as a result, development in automotive has
long been dominated by only a few standards. As vehicle systems became more sophisticated and included more and more software and automation, the need for more
guidance in vehicle development was realized (see, for example, [16], [63], [31], [64])
and organizations started to extend existing standards as well as create new guidelines. This section presents already existing standards along with work in progress
and identifies their limitations. Subsection 2.2.1 provides a short description of the
practices while Subsection 2.2.2 gives a summary of the identified limitations.
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2.2.1

Description of Available Practices and
Work-in-Progress

ISO 26262: Road vehicles – Functional safety
ISO 26262 is an international standard for the functional safety of electrical and electronic systems in production automobiles below a gross weight of 3500 kg. ISO 26262
was adapted from IEC 61508 to address the specific needs of electrical and electronic
systems and focuses on malfunctioning behavior ([65], [66, p. 4f.], [67]). The standard
prescribes a systems engineering process for safety engineering that covers all phases
of the life-cycle of safety-related systems, including software components ([66, p. 9],
[65]).

The process prescribed in ISO 26262 uses a top-down approach in which first, a hazard
analysis is conducted to identify potential hazards and system level requirements([66,
p. 12], [65]). The identified hazards are then assessed based on their likelihood of occurrence and severity. The risk assessment is then used to derive Automotive Safety
Integrity Levels (ASILs) that are assigned to the respective each of the system level
requirements [66, p. 19]. The assigned ASIL levels map to methods for verification
and determine whether confirmation measures are required. These confirmation measures are then used to provide evidence to build a case that a system is acceptably
safe ([67], [65]).

ISO 21448: Road vehicles – Safety of the intended functionality
ISO 21448 is an international standard currently in progress that was initiated to
address safety gaps due to functional limitations and misuse [68] and is referred to
as the standard for the Safety Of The Intended Functionality (SOTIF). ISO 21448
specifically targets unknown and hazardous behavior ([57], [68]) and provides a process and methods to identify and address SOTIF-related hazards. The process is
structured in eight steps ([68], [57]) that are outlined in the following.
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First, a specification of the system and its function is created (Clause 5). Then,
SOTIF-related system hazards are identified, the associated risks are evaluated, and
validation targets are specified (Clause 6). Subsequently, the system is analyzed for
so-called Triggering Events (Clause 7)3 and the probability of a hazardous system
response is evaluated and compared to the validation targets (see Clause 6). Then,
measures to reduce the identified risks are selected (Clause 8) and a validation and
verification strategy is defined (Clause 9). The defined strategy is then used to demonstrate safety by verifying known use cases (Clause 10) and validating unknown use
cases (Clause 11). The validation of unknown use cases is based on existing knowledge
and statistics and targets at providing evidence that the validation targets have been
met. The residual risk is evaluated and a documentation that there is no unreasonable risk in real-life scenarios is generated. Finally, the performed SOTIF activities
are reviewed4 and a recommendation with respect to acceptance is given.

UL 4600 – Standard for Safety for the Evaluation of Autonomous Products
UL 4600 is an automotive safety standard currently under way by Underwriters Laboratories and Edge Case Research. UL 4600 was created to address the safety of
fully autonomous products and provides a framework to build a structured argument
that an autonomous product is sufficiently safe. While it is stated that UL 4600 may
be used to validate the safety of Artificial Intelligence (AI) components, Advanced
Driving Assistance Systems, AV testing safety, and human factors are outside of its
scope.

The safety argumentation in UL 4600 is based on the definition of a safety goal (a
definition of the desired level of safety) and the argumentation of a safety case. The
3

Triggering Events are conditions where functional insufficiencies and reasonably foreseeable misuse may lead to a potentially hazardous system response [68].
4
This includes examining whether all the specified use cases in the intended scope of functionality
were covered, whether a minimal fall-back solution is provided, and whether the acceptance criteria
was met sufficiently to justify that the overall risk is unreasonable [68].
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safety goal may be defined by companies or regulators. In contrast, the safety case
is built using so-called prompts. Prompts are statements provided in UL 4600 that
specify deviation categories for topics that are considered safety-relevant. These deviation categories define if and under which conditions a topic may be left out of
a safety case. A safety case is built by addressing all required prompts with safety
evidence that shows that the prompts have been addressed [69]. This safety evidence
(e.g. generated by using a certain tool, technique, etc.) must match the integrity
level defined for the safety goal [69] and can be generated using any standard or
method. Once a safety case is built a self-audit is performed and a subsequent independent assessment is conducted to ensure that the safety case is well-formed and
complete. ([69], [70], [71], [72], [73])

DO-178C – Software Considerations in Airborne Systems and Equipment
Certification
DO-178C is an international standard for the development of commercial avionics
software [74]. The standard provides guidelines for software certification and assigns
assurance levels to software requirements based on their impact on system safety.
Certification approval is given depending on whether satisfaction of the software requirements has been demonstrated with adequate rigor (depending on the software
assurance levels) and documented [66, p. 23].

AUTOSAR (AUTomotive Open System ARchitecture)
AUTOSAR is an international collaboration between automotive manufacturers, suppliers, software companies, and other technology providers [75] that provides a standardized reference architecture for the software of Electronic Control Units (ECUs) [76].
The standard consists of a set of specifications to improve compatibility between electronic components within vehicles and enable software components to be developed
independently [66].
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MISRA C – Guidelines for the Use of the C Language in Critical Systems
MISRA-C is a standard by the Motor Industry Software Reliability Association (MISRA)
that provides guidelines for the software development of automotive embedded systems in C [66, p. 8]. The standard specifically targets safety, security, portability, and
reliability [77].
Safety First for Automated Driving (SAFAD)
Safety First for Automated Driving is a safety framework published by a group of
automotive OEMs, automotive suppliers, software companies, and other technology
providers [78] that provides a set of methods for the verification and validation of
certain automated vehicles5 .

In order to design automated driving systems that outperform the average human
driver [78] the framework defines twelve principles of Automated Driving which are
used to determine necessary capabilities of any automated driving system [78, p. 6ff.].
Then, from the determined system capabilities a set of necessary system elements
and required skills is identified and is used, together with some general requirements
defined in the framework as a general specification of a safe functionality for automated driving systems [78, p. 29]. The identified safe functionality is then analyzed
for potential risks and states of tolerable risk (so-called Minimal Risk Conditions)
are defined for each of the system elements. The Minimal Risk Conditions are used
to form a safety concept based on which verification and validation is performed to
build confidence that the system is safe [78, p. 34].
References to Other Practices
The previous paragraphs have described some of the most relevant practices for the
safety of automated vehicles. Beyond the practices described above there are several
other resources that may also provide guidance. The references to these resources are
provided below.
5

The standard explicitly addresses automated vehicles of levels 3 and 4 only (as defined by the
Society of Automotive Engineers (SAE)) [78, p. III].
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∙ Measuring Automated Vehicle Safety (RAND Corporation, see [79])
∙ MIL-STD-882E - Standard Practice for System Safety (see [80])
∙ Federal Motor Vehicle Safety Standards (see [81])
∙ Voluntary System Self-Assessments (see [82])
∙ A Vision for Safety by the National Traffic Safety Administration (see [83])

2.2.2

Common Problems

The described practices present multiple approaches to the development of vehicle
automation and AV safety. However, many of these approaches draw on the same
principles and have similar limitations ([84, p. 488], [85]) . These generic limitations
of the currently used practices are outlined in the following. The most important
gaps of the currently available engineering practices are identified below.

For one, many currently used practices are inadequate to address AV safety because
of their orientation towards less complex systems. Most established standards and
methods were introduced when manually controlled system were prevalent. As a
result, their focus often lies on component behavior. Today‘s systems however, are
characterized by more software and automation and require a more systems-oriented
approach ([63], [78, Ch. 2]).

ISO 26262, for example, was first released in 2011 and even today still builds on
concepts like that are no longer applicable for autonomous systems ([8], [86])6 . Even
more recently developed standards such as ISO 21448 mainly target driving assistance systems and, as a result, may not be adequate for all types and levels of vehicle
automation. Similarly, AVs also stretch the limits of the currently used safety techniques [22]. Several studies have identified limitations ([87, p. 3], [66, p. 13], [8]) that
6

For example, controllability, which is no longer applicable with autonomous systems, is used to
evaluate the risk of hazards
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make the current safety techniques unfit for the application within AV development.

Second, many current resources consider safety too late in development [88, p. 13].
Safety needs to be integrated into early stages of development or otherwise problems
can be found only late when design changes are difficult and expensive ([78, Ch. 2],
[89], [26], [90]). In contrast, many of the existing practices consider safety only late
in development ([78, p. 74], [91, Ch. 1]). For example, many practices use safety
methods such as Fault Tree Analysis (FTA) which require a high level of design detail that is only available late in the design [91, Ch. 1, Ch. 2]. As a result, safety
is often limited to analyzing designs that are already complete and hard to change [25].

Third, available processes do not provide sufficient guidance in AV development. For
example, Feth [31] argues that there is not enough guidance for manufacturers on
how to create a safe nominal behavior specification ([31], [63], [19]). ISO 26262 and
MIL-STD-882E prescribe a process but do not provide specific techniques [64]. Similarly, DO-178C and the FMVSS‘s do not give specific methods [66, p. 20] and the
techniques that are recommended in some practices do not provide guidance on how
causal factors for hazards may be identified [91, Ch. 2].

Fourth, current practices provide insufficient traceability between requirements and
design. Requirements must be traceable from their origin through different system
levels to design artifacts in order to support system development. While many current
practices account for requirements generation and flow-down they often leave gaps
between requirements on different system levels [33]. For ISO 26262, for example,
more refinement steps have been suggested to provide more traceability [13, Ch. 3].

Fifth, many of the currently used practices assess safety based on simulation, testing,
and statistics ([57], [78, Ch. 2], [78, p. 86]). Safety is an emergent system property that
can only be evaluated by considering the entire system. By definition, techniques such
as testing, simulation, and statistics are projections of the operation of the system in
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the real world and therefore are limited in their ability to account for all factors that
may be relevant for safety [22]. This leads to a number of general limitations that are
outlined in the following.
∙ Testing and simulation are discrete techniques and can only cover a small fraction of the large state space of today‘s systems ([22], [92]). Any technique to
examine system behavior by experimentation is limited to providing a system
response for a specific setting of inputs, environmental parameters, and other
factors. However, many systems today such as in automotive involve a large
amount of software that cannot be exhaustively tested or simulated.
∙ Testing and simulation can only reveal errors rather than prove that a system
is flawless. As mentioned in the previous bullet, experimental techniques such
as testing and simulation are discrete techniques that produce system responses
for specific test cases. The system responses may either reveal specific problems
or provide the expected results for the tested cases [92]. However, even if the
experiments provide the expected results for all tested cases no conclusion may
be made that the system is flawless7 . Safety assessment requires considering
all potential scenarios and evaluating if the hazards have been sufficiently addressed. Hence, experimental techniques may serve to find problems and gain
confidence in a design (see [22]) but cannot be used to make conclusions about
safety.
∙ Third, testing, simulation, and statistics are not applicable to software, humans,
and their interactions. Software as well as human behavior are not stochastic
and there is no effective way to test or simulate their interactions [92].
∙ The mentioned techniques all depend on assumptions that may not always hold
and are therefore inadequate to evaluate safety [92]. Many examples in which
vehicles were involved in accidents as soon as they were used on real roads after
being tested in billions of simulation test cases confirm the limited success of
testing, simulation, and statistics for safety assessment.
7

unless exhaustive testing of all system states is possible.
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Sixth, many current practices do not provide an approach to determine if vehicle
automation is sufficiently safe. Certification and other related activities such as insurance rely on means to assess safety objectively and decide if a certain required
level of safety has been met. Many international standards today such as ISO 26262,
DO-178C, and UL 4600 follow an argumentation-based approach using safety cases to
demonstrate that enough efforts were made to be confident in the safety of a design[66,
p. 24]. However, an argumentation based on safety cases is subjective and does not
provide an accurate estimate of safety but merely presents a structured documentation of the efforts to address subjectively chosen goals.

Seventh, current practices only address parts of safety and leave gaps for hazards.
Safety is a system property that can only be achieved if all its parts including failures, component interactions, etc. are considered [78, Ch. 2]. Many standards are
highly specialized and often address only a narrowly defined range of problems. As
a result, no one standard alone provides sufficient guidance to achieve safety. Even
together, the available standards do not cover all aspects of safety (see [31], [63, p. 62],
[68]) and hence, are insufficient to address the safety problem with AVs. For example,
while ISO 26262 mainly covers risks due to failures ([63], [93]) ISO 21448 addresses
functional limitations and misuse [31], and UL 4600 is limited to fully autonomous
systems [70]. By definition, ISO 21448 does not include unsafe interactions between
system components [68] and UL 4600 does not consider driving assistance features or
human factors [69].

Eighth, the practices that are currently used assume a correct and complete set of
requirements at the start of development and ignore that many issues (e.g. safety
issues, budget overruns, etc.) are caused by requirements flaws [94, p. 4]. Only rarely
all requirements are defined at the beginning of design and often new requirements
are identified along the way as design progresses. Nevertheless, the processes in many
of the currently used practices rely on knowing all design requirements and keeping
them mostly unchanged during development. In ISO 26262, for example, it is assumed
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that all functions are specified in a safe way [14] and that focusing on deviations from
the specification is sufficient to achieve safety [63].

Ninth, most of the currently used practices rely on traditional safety methods that are
either inadequate for the application to AV safety or suffer general limitations ([95],
[26], [96], [12], [13, Ch. 1]). A summary of the problems with many of the traditional
safety methods is provided below.
∙ Many safety techniques rely on system decomposition into components for independent analysis (see [78, p. 90], for example). Safety, however, is an emergent
system property and cannot be evaluated by looking at individual components.
∙ The majority of traditional techniques focuses on component failures and malfunctions and hence, cannot account for software ([25], [66, p. viii]).
∙ Human factors are considered only inadequately [66, p. viii]. Many traditional
safety techniques consider operators an external element rather than a part of
the system [97]. However, with more automation in vehicles come more humanmachine interactions and operators can no longer be seen as separate ([91,
Ch. 2], [78, p. 60]).
∙ Many safety methods such as FMEA, ETA, FTA, etc. are limited to random
component failures and assume independence between components [92]. Complex systems however, fail in non-random ways and their components are highly
interconnected. The behavior of software and humans, in particular, cannot be
described with linear models or stochastics ([68, p. 12, p. 25], [91, Ch. 2]).
∙ Many safety techniques involve some kind of quantification ([66, p. 17], [68,
p. 26]). Often, probabilities are used to rank hazards and identify the most
effective use of resources [91, Ch. 2]. However, assessing risk based on probabilities is often inadequate ([13, Ch. 3], [90]). For one, probabilities are hard
to obtain when only little design detail is available such as in early steps of
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development ([91, Ch. 2], [98], [66, p. 17]). Further, probabilities are not applicable to all aspects of system behavior such as software and interaction with
humans ([91, Ch. 2], [66, p. 14]). Finally, a risk quantification approach treats
different risks, e.g. risks with high probability and low severity vs. risks with
low probability and high severity, in the same way [91, Ch. 2] and ignores that
depending on the problem different solutions may apply.
∙ Many of the available techniques, e.g. FMEA, FTA, etc. address reliability
rather than safety ([63], [99], [68, p. 2], [78], [91, Ch. 2], [66, p. 13]). However, focusing on reliability alone is insufficient [91, Ch. 2] for addressing AV
safety [25] as hazards may also arise from human behavior, software flaws, interactions between humans and software, etc. With their focus on reliability
these safety methods are biased towards suggesting redundancy, fault tolerance,
and over-design [91, Ch. 2] to address safety but will likely be ineffective for the
safety of AVs ([33], [99]).
∙ Available safety techniques often draw on previous experience gained from the
operation of similar systems [66, p. 14]. Such information however, is not available for new types of systems such as AV‘s for which similar designs have not
been deployed yet ([66, p. 13f.], [95], [91, Ch. 2]). Even if the information was
available the lessons learned may not always be applicable to new designs [22].
∙ Risk assessment is often done using some form of risk assessment matrix. Once
the risks have been identified they are evaluated and measures to address the
risks are identified. Current techniques however, do not consider the effectiveness of the chosen measures. As a result, whether risks have been addressed
adequately is unclear and often depends on subjective judgement [91, Ch. 2].
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Chapter 3
Conceptual Architecture and
Model-Based Safety Analysis
This chapter presents a new approach to address the currently existing safety problems
with AVs using a conceptual architecture model. Section 3.1 outlines the benefits of
a model-based approach to safety and describes how this approach addresses the
limitations of current attempts at AV safety. In Section 3.2 a systematic process
to generate a generic AV model (a conceptual architecture) is demonstrated and a
conceptual architecture for AVs is generated. The generated conceptual architecture
model is then used in Section 3.3 to perform a safety analysis and identify safety
requirements.

3.1

Benefits of a Safety Approach using a
Conceptual Architecture Model

Many of the approaches currently used in the development of automated vehicles
address safety only inadequately ([92], [91], [8], [66, p. 13]). As shown in Chapter 2
the approaches lack capabilities to account for important characteristics of today‘s
systems such as complex software, human factors, and component interactions and
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are often based on linear causality models that are too simplistic for state-of-the-art
systems. In contrast, many of the identified limitations can be addressed by using
a systems-theoretic, model-based approach to safety ([89], [100], [95], [91, Ch. 2]).
STPA is a method based on systems theory that uses a control-abstraction model for
analysis and is used in this thesis as an example to show how a model-based approach
may help to address the limitations and safety-related problems with AVs that were
identified in the previous chapter more effectively. In the following an overview of the
benefits of using STPA and leveraging the control structure model that it relies on is
provided.

Automated vehicles are characterized by the large amount of software and high complexity that their additional functionalities compared to conventional vehicles bring
along. A common concept in engineering to address complexity is abstraction. However, many of the currently used approaches rely on a component abstraction that
limits analysis to failure-based approaches and is inadequate for software ([63], [25],
[91]).

In contrast, a model abstraction based on systems and control theory helps to manage complexity while software and problems beyond failures can still be considered.
STPA was specifically designed for complex, software-intensive systems and the control structure model it uses unifies the theories of emergence, hierarchy, and control [87]. As a result, STPA has not only been shown to be scalable to very complex
systems [101] and been successfully demonstrated in many automotive contexts ([33],
[99], [24]) but hazard analysis is no longer limited to component failures.

With its control structure model STPA provides a systematic process to analyze interactive effects and identify unsafe control ([64], [101], [24], [26]). In this way, STPA
helps to identify more causes of hazards than the currently used methods (e.g. unsafe
control due to inadequate software behavior, human factors, human-machine interactions, etc.) ([87], [26], [91], [102]), can be applied beyond purely mechanical systems
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to highly-complex and software-intense systems1 , and is fit for addressing the safety
of automated vehicles.

The component abstraction that most of the current safety approaches rely on requires a fairly high level of design detail [91, Ch. 1, Ch. 2]. Such detailed design
information is usually not available in early stages of development and as a result
safety is often considered only late in development ([26], [89], [88, p. 13]). In contrast, STPA relies on a systems-control theoretic model abstraction and therefore
requires only a control concept of the system rather than design details. This brings
multiple advantages with respect to the safety of automated vehicles (see below).

First, STPA may be used when only limited design information is available ([91,
Ch. 2], [89], [87], [26], [66, p. 15]) and therefore allows integrating safety early in the
development. Second, STPA allows a generic approach to the safety problem with
vehicle automation. The field of automation is characterized by high competition
and hence each AV manufacturer makes their own choice of technology, depending on
which will provide the most competitive advantage. In addition, as software assumes a
more central role, a new market for customization of automation arises. Together with
the already overwhelming amount of software in today‘s vehicles ([25], [29]) assuring adequate software behavior for each individual design becomes almost impossible.

However, as STPA requires only a generic control abstraction model of a system rather
than design details the large variety of automation designs may be addressed. Hence,
a safety approach based on a systems-theoretic model may provide the necessary engineering backbone to enable manufacturers to realize the potential of automation
that is predicted for society.

Many safety methods today are used to identify potential hazards and quantify their
1

STPA may also be applicable to non-deterministic systems such as in some future automotive
concepts (see [103]).
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associated risk only to make an argument if those hazards have to be addressed ([92],
[66, p viii], [91, Ch. 2]). Even if risk were estimated accurately2 current methods do
not provide guidance on how the risks can be addressed ([63], [31], [19]). In contrast,
with its control structure model STPA provides guidance on the identification of countermeasures to control hazards. As unsafe control is derived from a control structure,
a control-theoretic model abstraction of the system, adequate measures may be found
by either adapting the model or by adding additional control responsibilities to the
controllers in the control structure model. The additional control responsibilities are
documented as safety constraints and may be used to support engineers in selecting
a system architecture ([99], [24]) and identifying component safety requirements.

Hence, an approach to safety that uses a control-abstraction model such as in STPA
will help understand potential safety issues early in development, will provide guidance in identifying adequate countermeasures and will ultimately help addressing
safety more effectively. A conceptual architecture model is a refined control structure
that results from adapting a control structure using the design constraints and safety
requirements generated through safety analysis. A detailed description of the process
to generate a conceptual architecture is provided in the next section.

3.2

Conceptual Architecture Generation Process

Leveson [89] suggested a conceptual architecture model that is based on principles
from systems- and control theory and hence, offers many benefits for addressing the
safety problem with AVs (see previous section). The process starts with a highlyabstracted model of the system (the initial control structure) and uses safety analysis
results to refine the model into a more detailed conceptual architecture (see examples
provided in [89]). Any safety analysis method that is based on systems- and control
2

An adequate estimation of risk is rare. Details about the problems with this approach are
provided in Chapter 2.
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theory and that is effective in early stages of design may be used to generate the
safety analysis results that are needed to refine the initial control structure. For the
many advantages that have been identified with it this thesis uses STPA for safety
analysis. Hence, the conceptual architecture generation process that is described in
the following follows the four basic STPA steps (see [100]). An overview of the steps
to generate a conceptual architecture as outlined by Leveson [89] is given in Figure 3-1.

Figure 3-1: Process steps for generating a conceptual architecture.
In the first step, system hazards are identified. System hazards are system states
that may lead to losses under some environmental condition(s) and hence, need to
be prevented [95]. In the next step, an initial safety control structure is instantiated.
The initial control structure is a highly-abstracted model of the control hierarchy in
the system and is used to describe the control actions and feedback between entities
in the system. Then, an STPA is performed on the initial control structure and design
recommendations are generated from the UCAs and scenarios identified in the safety
analysis. These design recommendations are then used to refine the initial control
structure into a more detailed control structure. Multiple iterations may be needed to
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arrive at a conceptual architecture that provides sufficient detail for manufacturers to
start the design of a physical/logical architecture. An example demonstration of the
conceptual architecture generation process is provided in the following paragraphs.

Identify system hazards
This analysis targets the safety of automated vehicles but also aims at enabling the
success of automation technology. Therefore, the considered losses are not limited to
causing harm to people or damage to objects but also include losses that may hurt the
technology‘s reputation and ultimately success. An overview of the considered losses
is provided below. Each loss is denoted by an identifier (L-) followed by a number.
∙ L-1: Loss of Life or Injury of People
Any physical harm to one or more human bodies including minor injuries as
well as death. For example, injuries such as a broken leg fall in this category.

∙ L-2: Loss of or Damage to Vehicle
Any harm to the body of the AV including total loss of the vehicle. For example, this loss is used to describe damage to the AV‘s radar.

∙ L-3: Loss of or Damage to Objects outside the Vehicle
Any harm to objects other than the vehicle or humans, for example, an AV that
collides with a tree.

∙ L-4: Loss of Transportation Mission
Any violation of the transportation task given to the vehicle. For example, this
loss has occurred when the vehicle has missed a highway exit and can no longer
satisfy timing constraints specified for the transportation task, e.g. bringing a
person to the airport.

52

∙ L-5: Loss of Customer Satisfaction
Any violation of the expectations of customers inside or outside the vehicle.
This loss is used to describe, for example, when a vehicle makes a ride customer
feel uncomfortable during transportation, e.g. by exhibiting erratic driving behavior.

∙ L-6: Withdrawal of Regulatory Approval
Any reduction of vehicle permissions by any official regulatory institution. For
example, losses such as a withdrawal of the right to drive on public roads are
considered in this category.

The defined losses may occur when the automated vehicle enters a hazardous state
that is matched by the environment in a way that a loss will result. The state of the
environment cannot be controlled but only the vehicle states may be controlled by
design. Hazardous vehicle states that may lead to the defined losses are shown below.
Each hazard is denoted by an identifier (H-) followed by a number and a reference to
the associated losses is provided in brackets.
∙ H-1: Vehicle does not maintain a safe distance to other vehicles or
objects [L-1,2,3,4,5,6]
Vehicle state that is reached when the AV‘s distance to other moving vehicles,
static vehicles, or any objects falls below a minimum distance that is considered
safe.

∙ H-2: Vehicle leaves authorised or designated roadway. [L-1,2,3,4,5]
Vehicle state that describes when the vehicle is no longer on a roadway that
complies with either its current configuration (e.g. in autonomous mode on a
street for manual driving only) or planned route.
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∙ H-3: Vehicle exceeds its limits for controllability and stability. [L2,5,6]
Vehicle state of reduced control such as lower traction on the road due to ice,
excessive speed, etc.

∙ H-4:

Vehicle does not comply with driving laws (highway code).

[L-5,6]
Vehicle state that is outside of the legal envelope for vehicle states, e.g. excessive speed.

Instantiate initial control structure
The initial control structure for AVs contains all the relevant social and technical
parts related to the development, distribution, and operation of AVs. This includes
regulators, OEMs, accident investigators, training institutions for AV operators, the
automated vehicle, etc. The hierarchy and relationships between the elements in this
socio-technical system are shown in the control structure in Figure 3-2.
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Figure 3-2: The socio-technical control structure for AVs.

The organizational structure around AVs may differ between states or countries due
to local differences in federal structures, regulation, etc. However, the boxes in the
control structure represent generic controllers which are associated with functions
and control responsibilities. Hence, the initial control structure model is independent
of specific organizational structures. The functions of each controller are described
below.

Safety Administration

Overlook AV safety and provide adequate policy

Accident Investigation

Identify causal factors in accidents and provide recommendations to prevent future accidents

Regulation

Determine regulatory needs and provide frameworks to
regulate the development and operation of AVs

Standardization

Identify standardization needs and provide guidelines
for the development of AVs

Research

Identify current problems with AVs and communicate
gaps, research needs, etc.; provide technological knowhow

Vehicle Manufacturers

Create an economic benefit by developing and manufacturing AVs

Maintenance Providers

Provide maintenance service for AVs

Training Institutions

Teach operators on how to use AVs and provide feedback about their performance

Vehicle Dealerships

Create an economic benefit from purchasing and selling
AVs; instruct customers on the operation of AVs

Operator Companies

Create an economic benefit from providing transportation services
56

Vehicle Operator(s)

Create an economic benefit from operating AVs

Equipment Suppliers

Create an economic benefit from the development and
manufacturing of AV components

Public

Raise potential concerns with AVs (e.g. safety, impact
on employment, etc.)

For the purpose of analyzing the safety of AVs the initial focus lies on the operational
part of this control structure, see Figure 3-3.

Figure 3-3: Initial operational control structure for AVs.

Perform safety analysis & refine control structure
The application of STPA to this fairly simple control structure leads to design constraints that drive the creation of the conceptual architecture. For example, the UCA
Safety Driver activates automation when the vehicle is outside the design envelope of
the automation system (e.g. on icy road, city road, etc.). identifies the problem of
misuse that has been a causal factor in many accidents (see Section 2.1). A selection of the design constraints that were generated in this thesis in the application of
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STPA to the initial control structure are given in Table 3.13 . Links to accidents from
Section 2.1 that involved causal factors related to the identified design constraints are
given in the footnotes of the design constraints.

Table 3.1: Design constraints generated from UCAs.
DC-1: The Safety Driver must not activate the automation when the vehicle controls have not been calibrated4 . [UCA-40]
DC-2: The Safety Driver must provide braking when the vehicle‘s path is not
clear5 . [UCA-27]
DC-3: The Safety Driver must provide steering when automated steering is inconsistent with vehicle speed6 . [UCA-35]
DC-4: The automation must not provide steering that exceeds the vehicle‘s limits
for controllability and stability7 . [UCA-66]
DC-5: The automation must provide braking to bring the vehicle to a safe stop
whenever the vehicle has suffered a collision8 . [UCA-69]
DC-6: The automation must not provide an excessive brake command that does
not allow the following vehicle(s) to avert a collision9 . [UCA-71]
DC-7: The Safety Driver must not activate any automation when the driver is not
familiar with the system‘s configuration10 . [UCA-43]
DC-8: The Safety Driver must not deactivate the automation when there are no
means to control the vehicle11 . [UCA-48]
Continued on next page

3

The associated UCAs that the design constraints were generated from can be found in Appendix A. The UCAs may contain work from projects outside the scope of this thesis.
4
see incident June, 2018 / Newfoundland.
5
see, for example, accidents May 7, 2016 / Williston, Florida and January 20, 2016 / China.
6
see incident June, 2018 / Newfoundland.
7
see accident March, 2017 / Tempe, Arizona.
8
see accident May 7, 2016 / Williston, Florida.
9
see incidents under Tesla: Smart Summon.
10
see accident March 18, 2018 / Tempe, Arizona.
11
see accident November 8, 2017 / Las Vegas, Nevada.
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Table 3.1 – continued from previous page
DC-9: The Safety Driver must not provide manual braking too late after a collision
can no longer be avoided12 . [UCA-29]
DC-10: The Safety Driver must not activate automation when the automated
system is not fully functional. [UCA-45]
DC-11: The Safety Driver must not disable any required modules when automated
mode is enabled. [UCA-51]
DC-12: The automation must not provide throttle too late when the vehicle‘s path
is no longer clear (e.g. traffic light switched, junction blocked, etc.). [UCA-75]
DC-13: The automation must not provide throttle when the vehicle path is not
clear13 . [UCA-74]
DC-14: The automation must not provide throttle when the vehicle is unstable. [UCA-78]
DC-15: The automation must not provide excessive throttle when other vehicles
or obstacles are close. [UCA-79]

While some of the above constraints may seem trivial many identify factors that
have played a critical role in multiple accidents (see footnotes in Table 3.1) and may
be addressed in future designs. For example, multiple accidents involved AV operators who did not identify the need for braking early enough or at all when the
vehicles‘ path was not clear, e.g. due to another vehicle, pedestrians, etc. DC-2
provides the design constraint that needs to be enforced in order to prevent related
accidents. Similarly, DC-7 points to a lack of driver awareness of the configuration
of the automation and DC-9 to a lack of attention to the driving task, factors that
have contributed to accidents such as the Uber accident in Tempe, Arizona (see accident March 18, 2018 / Tempe, Arizona in Section 2.1). Finally, DC-8 reveals the
issue of deactivating automation when no other controls are available to control the
12
13

see accident March 18, 2018 / Tempe, Arizona.
see accident February, 2016 / Mountain View, California.
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vehicle and points to an important causal factor in the accident of the Navya shuttle
in Las Vegas (see accident November 8, 2017 / Las Vegas, Nevada in Section 2.1).

As can be seen, the design constraints derived from the UCAs provide useful information for refining the initial control structure. However, while the UCA-derived
constraints cover many causal factors it is still unclear how the identified constraints
can be enforced. The causal scenarios describe why the UCAs occurred and provide
information how the identified constraints can be enforced and hence, help identify
implications for the conceptual architecture. Some example causal scenarios along
with the associated design/operational constraints are shown below14 . The design
constraints are denoted by an identifier DC- followed by a number.

UCA-74: Automation provides throttle when the vehicle‘s path is not clear
(e.g. at a traffic light or junction). [H-1,4]

Scenario-1: The automation does not recognize that the vehicle‘s path is not clear.
This flawed process model may be due to:
a) The automation does not receive information about obstacles around the vehicle.
b) The automation identifies a pedestrian that is about to enter the vehicle‘s path
but interprets it as a dummy (e.g. because the person is not moving and is
interpreted as a mock-up).
c) The feedback that the vehicle‘s path is not clear is provided only once the vehicle
is close enough to the obstacles in the path (e.g. detection distance limitations
of sensors).
14

For more design constraints from causal scenarios refer to Appendix B.
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DC-16: The automation must receive information about the vehicle‘s environment.

DC-17: The automation must always provide the most conservative estimate of its
detections (obstacle type, speed, etc.).

Scenario-2: The automation does not account accurately for the movement of obstacles such as other vehicles, bicyclists, pedestrians, etc. This may be due to:
a) The automation design is based on inaccurate, flawed or missing prediction
algorithms (e.g. assumption that pedestrians and bicyclists only cross roads on
crosswalks).
b) The automation does not know its current location and hence, cannot tell if
obstacles such as pedestrians or bicyclists may be expected.

DC-18: The automation must account for all potential future positions of obstacles
around the vehicle‘s planned path.
DC-19: The automation must receive real-time information about its current location.

UCA-62: The automation provides steering that leads vehicle away from
its destination. [H-2]

Scenario-3: The automation had to divert from its original route (e.g. due to a
closed road) and kept executing the originally planned maneuvers.
a) The automation software does not have a function to re-calculate paths while
driving.
b) The automation does not receive location information.
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c) The automation does not have a function to derive maneuvers to follow an
updated route.

DC-20: The automation must be able to re-calculate paths to its goal destination
based on its current location and updates to the available road network
DC-21: The automation must receive real-time information about its current location.
DC-22: The automation must be able to detect closed roads and update the information to re-plan the route to the goal destination (e.g. update to the map of the
available road network).
DC-23: The automation must have functionality to derive a maneuver sequence to
follow an updated route.

Scenario-4: The automation did not know that it had diverted from its planned
path and did not re-plan the route to its goal destination.
a) The automation does not receive information about its current location.
b) The automation receives inaccurate information about its current location and
believes that it is still on its originally planned route.

DC-24: The automation must receive real-time information about its current location.
DC-25: The accuracy of location information must allow determining whether the
vehicle has left or is still following its planned path.

These design constraints may be used simply as design requirements but may also be
used for guidance in breaking down the high-level initial control structure into smaller
logical components. For example, the constraint The automation must receive realtime information about its current location (DC-19, DC-21, and DC-24) indicates that
the automation block in the initial control structure must have a localization component. Similarly, the constraints The automation must receive information about the
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vehicle‘s environment (DC-16) and The automation must account for all potential future positions of obstacles around the vehicle‘s planned path (DC-18) identify a need
for control structure elements dedicated to perception and prediction.

While the design constraints help identify required functionality through safety requirements they also provide guidance in the allocation of functions to control structure elements. For instance, if the requirements indicate that two processes need to
perform their functions based on the same input data or simultaneously combining
the processes into one logical component may be considered. Adapting the initial
control structure based on the identified design constraints leads to a more refined
control structure and ultimately, if performed iteratively, to a conceptual architecture. The conceptual architecture that results from the identified design constraints
and refinements to the initial control structure is shown in Figure 3-415 .

15

This conceptual architecture contains work by Thomas [104].
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Figure 3-4: A conceptual architecture model for AVs.

The conceptual architecture contains an automation interface, modules for routing,
planning, prediction, control, localization, and perception, and the vehicle. In addition, also the operator is considered a part of the AV. Hence, the conceptual architecture contains an operator crew that may have one or two safety drivers. The function
of each element in the conceptual architecture is given below.

Safety Driver

Ensure safe operation of the vehicle; communicate destination, time constraints, etc.

Routing

Provide way points that define a unique route to the
goal destination

Planning

Provide a sequence of vehicle maneuvers to follow the
planned route

Control

Provide actuation command to execute the planned maneuvers

Localization

Identify and provide the vehicle‘s location

Prediction

Provide an estimate of the future position of nearby
objects

Perception

Provide information about the vehicle‘s environment

Automation Interface

Provide operators/customers with ways to interact with
the automation; communicate goals to automation

Vehicle

Provide physical space for transportation; provide vehicle hardware
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3.3

Safety Analysis and Identification of Safety
Requirements

In this section the conceptual architecture is used to derive safety requirements. The
first two steps of STPA Define Purpose of the Analysis and Model the Control Structure have already been performed when the conceptual architecture was derived and
remain the same. Following the remaining two steps of STPA first Unsafe Control Actions (UCAs) are identified and safety requirements are derived. Then, the identified
UCAs are used to derive causal scenarios and detailed safety requirements.

3.3.1

STPA Step 3: Identify Unsafe Control Actions

This subsection presents some examples of the UCAs that were identified in the scope
of this thesis (see Table 3.2 and Table 3.3)16 . The UCAs are organized in tables with
a table for each controller.

16

The UCAs presented in this thesis contain work from research projects with Zenuity and the
Renesas Electronics Corporation.
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steering

throttle

brake

Control
Action

Automation does not
provide steering when
the vehicle‘s lane is
about to end. (UCA-9)
[H-1]

Automation does not
provide a brake
command after the
vehicle has suffered a
collision and the vehicle
must stop. (UCA-1)
[H-1,2,3]
Automation does not
provide throttle when a
speed increase is
required to avoid a rear
or side collision.
(UCA-5) [H-1]

Not Providing

Automation provides
steering when it steers
the vehicle into a
collision (e.g. lane
keeping feature).
(UCA-10) [H-1]

Automation provides
throttle when vehicle is
under maintenance.
(UCA-6) [H-1,3]

Automation provides
excessive braking when a
following vehicle cannot
decelerate in time.
(UCA-2) [H-1]

Providing
Automation stops
providing brake
command too early
when vehicle speed is
still above speed limits
(e.g traffic flow limit).
(UCA-3) [H-1,2,3,4]
Automation provides
throttle too early before
the vehicle’s path has
become clear (e.g.
dynamic obstacles slower
than anticipated, etc.).
(UCA-7) [H-1,4]
Automation provides
steering too late after
merging is no longer
possible (e.g. gap closed
by another vehicle).
(UCA-11) [H-1,4]

Provided Too Early /
Too Late

Table 3.2: Unsafe Control Actions – Automation.

Automation stops
providing steering too
early before the
maneuver is finished.
(UCA-12) [H-1,4]

Automation provides
throttle for too long
until forward collision
becomes imminent.
(UCA-8) [H-1]

Provided For Too
Long / Stopped Too
Soon
Automation stops
providing brake
command too soon when
a collision is imminent.
(UCA-4) [H-1]
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deactivate
automated
driving

activate
automated
driving

Control
Action

Safety Driver does not
deactivate automation
when the driver is about
to leave the vehicle (e.g.
to provide first aid in an
accident ahead).
(UCA-16) [H-1,2,3]

Safety Driver does not
(re-)activate automation
after an override has
occurred. (UCA-13)
[H-1,2,3,4]

Not Providing

Safety Driver deactivates
automation when the
vehicle is performing a
maneuver (e.g. passing
another vehicle).
(UCA-17) [H-1,2,4]

Safety Driver activates
automation when vehicle
is in an inadequate
configuration (e.g.
component just replaced
but not re-calibrated).
(UCA-14) [H-1,2,3]

Providing

Safety Driver deactivates
automation too early
before the driver is
prepared to resume
manual control.
(UCA-18) [H-1,2,3]

Safety Driver activates
automation too early
before driver has given
up manual control.
(UCA-15) [H-1,2,3]

Provided Too Early /
Too Late

Table 3.3: Unsafe Control Actions – Safety Driver.

Continued on next page

Provided For Too
Long / Stopped Too
Soon
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emergency
stop

deactivate
lane keeping

activate
lane keeping

Control
Action

Safety Driver does not
provide emergency stop
when a manual override
is not effective.
(UCA-24) [H-1,2,3]

Safety Driver does not
deactivate lane keeping
when the lane markers
are worn out. (UCA-21)
[H-1,2,3,4]

Not Providing

Safety Driver provides
emergency stop when
the driver is not
prepared to resume
manual control.
(UCA-25) [H-1,2,3]

Safety Driver deactivates
lane keeping when the
driver does not control
steering. (UCA-22)
[H-1,2,4]

Safety Driver activates
lane keeping when lane
markers are no longer
valid (e.g. building site
with new lanes in
different color).
(UCA-19) [H-1,2,3,4]

Providing

Safety Driver provides
emergency stop too late
after the vehicle does
not detect an obstacle in
or near the vehicle’s
path. (UCA-26)
[H-1,2,3]

Safety Driver deactivates
lane keeping too late
after the driver has
stopped to steer the
vehicle. (UCA-23)
[H-1,2,4]

Safety Driver activates
lane keeping assistance
too late when the vehicle
has already entered
another lane. (UCA-20)
[H-1,2]

Provided Too Early /
Too Late

Table 3.3: Unsafe Control Actions – Safety Driver (continued).
Provided For Too
Long / Stopped Too
Soon

3.3.2

STPA Step 4: Identify Scenarios and Safety
Requirements

This subsection analyzes why the identified UCAs may occur by determining causal
scenarios and derives safety requirements to prevent the identified UCAs. In the following a few examples are given of the causal scenarios and safety requirements that
were found in this thesis.

UCA-1: Automation does not provide a brake command after the vehicle
has suffered a collision and the vehicle must stop. [H-1,2,3]

Scenario-5: The automation does not recognize that the vehicle was involved in a
collision. This flawed process model may result from one or more of the following:
a) The automation receives incorrect feedback about the vehicle‘s state (e.g. that
the vehicle has not suffered a crash or that the vehicle‘s integrity has not been
compromised).
b) The automation receives feedback that the vehicle has been involved in a collision but discounts the feedback because it assumes that the associated sensors
have been compromised during the collision.
c) The automation does not receive any feedback about whether the vehicle has
suffered a collision (e.g. not considered in design).
d) The feedback that the vehicle has suffered a collision is received by the automation after parts of the automation system have been shut down due to the
damages they have suffered during the crash.
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R-1: The automation must always receive feedback when the vehicle has suffered a
collision.
R-2: The automation must never discount feedback about a collision of the vehicle.
R-3: Feedback about a collision of the vehicle must be robust against collisions and
before parts of the automation are shut down due to their damages.

Scenario-6: The automation recognizes the collision but decides that it is safer to
keep travelling. This flawed control algorithm may occur because:
a) The automation software is programmed to evaluate risk and to transition to
a minimal risk condition after a collision. As a result, the vehicle decides that
it is safer to travel to the next safe stopping point off the highway rather than
stopping on the highway and continues to the next exit.
b) The automation software was programmed to forego providing brake commands
after detecting a collision in order to prevent false positives, e.g. on highways
when there is no collision, but the vehicle detects a collision. However, as collision detection systems mature and achieve higher dependability, this behavior
is no longer justified.
c) The automation software was programmed incorrectly and there is an error in
the automation software.

R-4: The automation must never make decisions based on estimated risk after the
vehicle has suffered a collision.
R-5: The vehicle must never continue moving after it has suffered a collision except
to the side of the road.
R-6: The automation must never forego brake commands to slow down after a collision has been detected.
R-7: The certification of automation software must ensure that adequate development practices were used to minimize software errors.
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Scenario-7: The automation was re-activated after the collision by the driver, e.g.
because the driver was unaware that the vehicle is no longer in automated mode and
wanted to switch it off.
R-8: The driver must be informed whenever the vehicle is in automated mode.
R-9: The automation must not allow re-activation after a collision until the vehicle
has been checked by maintenance.
Scenario-8: The automation provides a brake command, but the brakes do not
apply. This inadequate control execution may result from the following:
a) The communication channel from the automation system to the braking system
is broken (e.g. damaged during collision).

b) The braking system is compromised and does not apply the braking actuators
(e.g. disconnected from power during the collision).

c) The brake actuators are compromised (e.g. jammed, disconnected from actuation power source, etc.)
R-10: The communication channel between the automation and the braking system
must never prevent braking.
R-11: Braking must never be prevented by a compromised braking system (including
brake actuators).
Scenario-9: The automation provides a brake command that is executed by the
brakes, but the vehicle speed does not decrease. This inadequate process behavior
may occur because:
a) The vehicle is on slippery ground that makes braking ineffective (e.g. wet or
icy road).
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b) The vehicle‘s engine is stuck on full thrust and counteracts the braking action.

R-12: The vehicle must be able to brake on slippery underground.
R-13: The vehicle‘s braking force must exceed its propulsive power.

Scenario-10: The automation cannot provide a brake command because the required
vehicle systems have been compromised during the collision.

R-14: The vehicle must come to a safe stop once its braking system becomes impaired.

UCA-19: Safety Driver does not deactivate lane keeping when the lane
markers are worn out. [H-1,2,3,4]

Scenario-11: The Safety Driver is not aware that lane keeping is still activated. The
driver‘s flawed process model may be due to the following:
a) The Safety Driver receives incorrect feedback about the lane keeping feature,
e.g. that the system is no longer activated.
b) The Safety Driver receives feedback from the automation to take over control
but assumes that the system has shut itself off after the take-over request.
c) The Safety Driver does not receive feedback on whether the lane keeping feature
is activated (e.g. no cockpit indication, no steering wheel movement, etc.)
d) Feedback is provided to the Safety Driver through a centralized system and it
takes the driver too much time to locate feedback about the lane keeping system
(e.g. for navigating to the right page on the screen of the automation interface).
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R-15: The Safety Driver must always be informed when the lane keeping feature is
activated.
R-16: The vehicle must never provide feedback that the lane keeping feature is
deactivated when it is activated.
R-17: The vehicle must provide drivers fast access to feedback on whether the lane
keeping feature is activated at all times.

Scenario-12: The lane keeping feature does not turn off when the Safety Driver
deactivates the lane keeping feature. This inadequate control execution may be due
to the following factors:
a) The communication between the driver interface and the automation is compromised (e.g. activation button is broken).

b) The automation does not react to the deactivation command (e.g. in an ignore
mode, software bug, etc.)

c) The automation system sends a command to switch off the lane keeping feature
but the feature stays activated (e.g. stuck in a certain mode, etc.)

R-18: The lane keeping feature must automatically turn off when the communication
channel between automation and the driver interface becomes impaired.
R-19: The automation must never ignore deactivation commands in any mode.
R-20: The automation must automatically shut down once it is no longer cooperative
(e.g. when stuck in certain mode, etc.)

Scenario-13: The Safety Driver deactivates the lane keeping features but the vehicle
keeps following the worn out lane markers. This inadequate process behavior may
occur because:
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a) The vehicle‘s wheels are travelling in ruts in the lane that guide it along the
worn out lane markers.

R-21: The vehicle must not rely on the driver to inhibit following ruts in the road.

Scenario-14: The AV operator company exchanged the Safety Drivers between
vehicles (e.g. as part of job rotation) and did not account for vehicle differences such
as different levels of system maturity in different vehicles.

R-22: Commercial operators of AV fleets must ensure that driver training matches
their vehicle.
Scenario-15: The Safety Driver is aware of the worn out lanes and that the lane
keeping feature is activated but decides to keep the feature activated. This flawed
control algorithm may result because:
a) The Safety Driver is not aware of the limitations of the system (e.g. did not
receive training or training only covered full automation).
b) The Safety Driver was taught to keep the lane keeping feature activated when
there are worn out lane markers, e.g. in order to help the company collect miles
with automation features activated.
c) The Safety Driver was taught that the feature is backed up by road information
(e.g. on-board map, geo-fencing, etc.) and that worn out lane markers will not
impact the feature when the map is no longer available/accurate (e.g. road has
changed, feature no longer relies on a map, etc.).

R-23: The drivers of AVs must receive training on AV limitations and on how to
manage the limitations in operation.
R-24: Safety Drivers must be informed whenever an update is performed on their
AV.
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Chapter 4
Implementation through Certification
This chapter describes how the suggested safety approach based on a conceptual architecture model may be implemented through certification. Section 4.1 describes
the role of certification and outlines how it can help solve the currently existing
safety-related problems in the AV field. Subsections 4.1.1 and 4.1.2 detail how the
conceptual architecture model from Chapter 3 can be applied to regulation and insurance and illustrate the associated benefits. An organizational structure and processes
to implement model-based certification are derived in Section 4.2.

4.1

Certification & Relationship to Problems in the
AV Field

The goal of using a model-based approach to safety is to address the problems that
are currently holding back progress and the large-scale deployment of AVs. As mentioned earlier, many of the currently existing problems are safety-related and may
be addressed using with the conceptual architecture model from Chapter 3. However, the safety problem with AVs may not be solved by prescribing a conceptual
architecture and model-based safety analysis alone but must also be enforced on an
organizational level (see [95, Ch. 12, Ch. 13], [92], and organizational part of the
initial control structure in Figure 3-2).
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Certification ties together the operational and organizational parts of the control
structure and hence, may help solve many of today‘s problems with AVs (see Section 1). For example, certification may help reassure that AVs are safe despite their
high complexity that challenges manufacturers, help the public build trust in AVs,
and resolve issues with respect to their social acceptance. Further, certification may
be useful in delineating the responsibilities of drivers and manufacturers and provide
guidance in liability questions. The following subsections describe how certification
based on the conceptual architecture model from Chapter 3 may be used for and
benefit regulation and the insurance of AVs.

4.1.1

Regulation of Automated Vehicles

The many expected benefits from the increased use of automation technology have
aroused the interest of consumers and manufacturers and have created a very competitive and dynamic market. While technological progress continues without restraint
it creates a challenging problem for regulation ([105], [15]).

Today already vehicles contain between 100 and 150 million lines of code, albeit not
fully autonomous yet, and make it increasingly difficult to understand the software
in its entirety and assess the overall safety of the vehicle. Further, in the competition
on the AV market each manufacturer is pushing its own technology and the market is
flooded with a variety of AV- and software-designs that create an even bigger burden
on regulation (see [106, p. 10, p. 24, p. 53], [107, p. 21], [108]).

With the great amount of flexibility that software allows additional variations are possible not only between vehicle models but even individual vehicles can be customized
depending on the demands of customers. In addition, vehicle capabilities may be
tuned, customized, upgraded during a vehicle‘s life-cycle, e.g. by so-called “over the
air“ updates (see [109]) or through the rising app market for AVs. Finally, system
adaptations are no longer limited to official changes by manufacturers or maintenance
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facilities. Vehicle owners may have their own ideas and may be able to tweak their
vehicles, e.g. to increase the vehicle‘s maximum speed, etc.

Hence, the challenges of regulation are an overwhelming (but still increasing) amount
of software in vehicles, an unmanageable amount of product and software variations,
and software changes that may occur over time and may be hard to trace when
done by private persons. These challenges are stretching the limits of regulatory approaches that are currently used for conventional vehicles and make regulation of AVs
a separate important problem. The following paragraphs show how these regulation
problems may be addressed by using an approach based on a conceptual architecture.

The example safety analysis in Chapter 3 has demonstrated a conceptual architecture
can be derived from a generic control structure for AVs and how a new regulatory
process may adopt this strategy of separating safety analysis from development and
use safety requirements as an input for manufacturers and as a baseline for certification. Manufacturers can then develop their design against the conceptual architecture
and safety requirements and seek certification by demonstrating compliance. Such
a requirements-driven approach offers multiple advantages that are described in the
following.

First, regulation based on a conceptual architecture allows a separation of concerns.
By definition, manufacturers focus on design and have expertise in creating designs
based on a given set of requirements. Once a design has been created manufacturers
apply their experience in testing, simulation, etc. to verify the design against a given
set of requirements (see [110], [91, p. 24]). However, manufacturers often lack the
resources (e.g. workforce, methods, expertise, or experience) to ensure the validity
and completeness of the requirements that drive their designs ([30], [91, Ch. 4]). As
a result, many projects suffer delays or budget overruns due to requirement-related
issues ([30], [91, Ch. 5, Ch. 6], [96], [95]). Often, emergent system properties such
as safety find their way into the requirements no earlier than in the final stages of
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development when manufacturers start to consider safety and problems are difficult
and expensive to resolve ([89], [26], [90], [88]).

In contrast, regulators often do not have the detailed technical knowledge or expertise
in creating and verifying designs but bear responsibility for safety. These issues can
be addressed with regulation based on a conceptual architecture. Using a conceptual
architecture along with a set of safety requirements manufacturers can no longer miss
to include safety early in their development process but can leverage the provided
safety requirements to drive their development. Manufacturers can focus on their
strengths of creating and verifying designs and are free in their technical solution as
long as they can verify that their design meets the conceptual architecture and safety
requirements.

Similarly, regulators can also focus on their responsibility for safety and do not have
to understand individual designs in order to make a safety assessment. Often, regulators do not have the resources (e.g. personnel and time) to understand every design
in detail within the time constraints of the market (see challenges mentioned in [111,
p. 3, p. 7, p. 23]). With a conceptual architecture-driven approach to certification
the task of safety analysis, identification of safety requirements, and the derivation
of a conceptual architecture may be “outsourced“ to third party experts that may
have better resources than manufacturers or regulators. In addition, it is possible to
include expertise from multiple sources into the identification of safety requirements.
For example, safety experts may bring in their expertise in identifying hazards for
highly-complex software-intense systems (e.g. by using methods such as STPA) manufacturers may provide help to derive a conceptual architecture, while operators, the
public, consumer unions, accident investigators, etc., may raise problems observed in
AV operation, accidents, or general concerns.

Hence, regulation based on a conceptual architecture model allows all involved parties
to focus on their individual concerns and strengths while, as a by-product, regulation
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enforces that safety is considered early in development.

Second, regulation based on a (generic) conceptual architecture reduces the effort for
regulators to a more manageable amount. Today already, the level of complexity,
product variation, and flexibility to introduce changes simply by a software update in
automotive systems creates an overwhelming burden for regulators (see description
of regulatory challenges in [112], [113], [114]). With more automation to come, up
to fully autonomous vehicles, there is little confidence that regulation will be able to
keep up with the current rate of technological progress. At the same time, as automation technology spreads across industries and products become more and more
interconnected (e.g. the IPhone and Tesla‘s Smart Summon feature ([49], [51])) the
impact on our daily lives is rising and creates an even bigger need for regulation.

The suggested generic, model-based approach to regulation via a conceptual architecture reliefs this bottleneck in regulation by providing a generic solution to the safety
problem that significantly reduces effort. While regulators can focus on one generic
safety analysis (that, in turn, may be more thorough too) rather than certifying each
AV design individually manufacturers also benefit. For manufacturers, certification
will no longer create an extra effort but will be integrated as safety requirements that
flow through the development process along with other design requirements from the
beginning.

Hence, the suggested conceptual architecture-driven approach to regulation significantly reduces regulation effort, uses the resources of manufacturers and regulators
more effectively, and provides an alternative to address the challenges of regulation
to come.

Third, a regulation approach based on a conceptual architecture will decrease development cost for AV manufacturers. AVs contain some of the most advanced technology
today and the future of AVs rests on further technological progress. As a result, man81

ufacturers have made significant investments in research for AVs ([115], [10], [11])
and AV development is currently characterized by trial and error and testing. The
iterative nature of this development approach is cost-intensive as manufacturers have
to assess safety and seek certification for each of their designs ([116], [117], [118]).

In contrast, regulation based on a conceptual architecture and safety requirements
saves manufacturers the cost of performing safety analyses for each design individually. Safety analysis is centralized and the results of the analysis are given to manufacturers before the start of development. This not only frees manufacturers up from
performing safety analyses and the associated cost but also protects manufacturers
from late and costly design changes as a result of identifying safety problems only
in late stages of development. In addition, cost benefits for manufacturers may arise
from being able to use the conceptual architecture as a baseline concept for a series
of their products. For example, different vehicle models may be designed based on
the same conceptual architecture and may be certified using the same or similar verification techniques.

Further, another cost advantage for manufacturers is better longevity of system designs. While today previous system designs can often no longer be used due to the
missing traceability between design artifacts and requirements introduced by the late
safety “add-on‘s“ they have often received (see [91], [89], [90], [26]), a conceptual
architecture-driven approach to regulation and development will provide more traceability and guidance during early design. As a result, previous designs will no longer
be difficult to understand and too complex to build on and may be re-used for future
designs.

Finally, manufacturers will also benefit from the increased safety of their vehicles as
their expenses for liability cases are likely to decrease. The development of AVs based
on a set of safety requirements from regulators will lead to safer AVs, less losses1 , and
1

It should be noted that the definition of losses may include even more than just accidents. For
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hence, less customer complaints and lawsuits.

In summary, using a conceptual architecture model for regulation offers manufacturers
a variety of cost benefits in AV development.

4.1.2

Insurance of Automated Vehicles

The trend to more automation in automotive vehicles comes with a shift in the characteristics of the insurance problem that is predicted to revolutionize the automotive
insurance sector [119]. For one, cyber-security will play a more central role in the
insurance of AVs than with less automated vehicles. Increased automation has lead
to higher degrees of connectivity, both within individual vehicles as well as between
vehicles and between vehicles and infrastructure. Cyber-security is no longer a problem that is limited to revealing sensitive user information but also includes potential
hacking and remote control of AVs.

Another important issue for insurance providers is liability assignment. With more
and more automation it is difficult to blame drivers alone for accidents and so far
there are no arrangements that delineate the responsibilities of OEMs, software suppliers, and operators.

Further insurance challenges arise with insurance coverage. With AVs it is often difficult to assign clear responsibility in accidents, especially when official regulations are
missing. As a result, claims may take longer to follow through with and insurance
companies are already considering alternatives. In the UK, for example, insurance
providers have adopted a single cover approach: Victims of collisions are compensated
regardless of fault and insurance companies are taking the task of following up with
faulty parties to recover funds [120].

Ultimately, insurance challenges arise with insurance pricing. As a result of higher
example, customer satisfaction may also be considered.
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vehicle complexity insurance providers expect that more specialized skills will be
needed in the repair of AVs that, in turn, will result in higher costs. In addition,
while insurance companies often draw on driving data to calculate insurance pricing
to date enough data is not available for AVs2 . With insufficient data it is difficult for
insurers to estimate the frequency and severity of accidents and conventional models
of insurance pricing will be challenged. In conclusion, the many challenges with the
insurance of AVs indicate a need for a new insurance strategy.

Many insurance companies are currently in search for new insurance concepts to overcome the mentioned problems ([120], [112], [119], [121]). The conceptual architecture
model suggested in this thesis can serve as a basis for such new insurance concepts
and provides an opportunity to solve insurance-related problems with AVs. As OEMs
create their AV designs based on a common conceptual architecture and safety requirements it gives insurance providers a reference for their business model. For
instance, while the conceptual architecture may be used as a reference in legal cases,
the losses defined in the generic safety analysis offer a way for insurers to estimate
the severity of potential accidents. In addition, with the conceptual architecture and
safety requirements determined ahead of design there is an opportunity for insurers
to influence the design of AVs and integrate insurance-relevant features into vehicles.
The key advantages of a conceptual architecture-driven approach to insurance are
outlined in the following paragraphs.

For one, an insurance approach based on a conceptual architecture and safety requirements provides better guidance in liability questions. As the level of automation
in vehicles increases, assigning fault in accidents has become more difficult (see [61],
[36]). Complex interactions between drivers and vehicles obscure the boundaries between the responsibility of drivers and vehicle manufacturers. Further, only few AV
OEMs write their own AV software and often additional parties such as software suppliers are involved. To date there is no guidance on how to determine responsibility in
2

Insurances need at least 100 to 150 billion miles of driving data as a statistical basis [120].

84

automation accidents and past cases have shown that assignment of liability currently
tends to be incomprehensible (see [61]). A conceptual architecture provides better
guidance on the responsibilities of manufacturers and operators, and may even help
determine the role of software suppliers. For example, liability may be assigned based
on whether an AV satisfies the conceptual architecture and safety requirements. As
a result, the suggested approach may resolve problems related to liability and help
overcome one of the major blocking points for the insurance of AVs.

Second, with the ability to estimate the severity of potential accidents insurance companies may be able to develop a model for insurance pricing and coverage. Before
a conceptual architecture is derived and safety requirements are identified a generic
safety analysis has to be performed (see Chapter 3). The losses defined at the beginning of this safety analysis can be used by insurance companies to estimate the
severity of potential accidents. These estimates can then be used to calculate the
cost that insurances will have to bear and determine insurance pricing as well as
coverage. In addition, insurance companies may be able to contribute in the process
of identifying a conceptual architecture and safety requirements to avoid accidents
of high severity or cost. For example, insurance companies could provide additional
requirements to protect high cost vehicle components or define losses for the safety
analysis to limit accident severity, reduce the financial loss in potential accidents, and
ultimately reduce insurance cost. Further, different pricing models/policies based
on the fulfillment of safety requirements may be possible. Therefore, an insurance
strategy based on a conceptual architecture model and safety requirements will help
insurance providers to identify effective options for the insurance of AVs.

Finally, with the opportunity to contribute to requirements insurance providers may
be able to offer insurance options before billions of miles of automated driving data are
available. Today already, insurance companies are offering discounts to customers who
agree to vehicle tracking, driver monitoring, and capturing other insurance-relevant
data ([120], [119]). If insurance companies can now contribute their own requirements
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to ensure vehicles provide the information that insurances need they may be able to
collect insurance-relevant vehicle data more effectively. This, in turn will not only
help insurance providers with claims [119], e.g. by providing data from accidents, but
will also enable insurances to provide insurance options for AVs before automated
vehicles have built up enough statistical data for an insurance concept. As a result,
new insurance models that do not rely on statistics may be possible. To summarize,
a conceptual architecture model may help get insurances more involved in the development of AVs and may offer alternative ways for insurance providers to form an
insurance concept.

4.2

Derivation of an Organizational Structure and
Processes for Model-Based Certification

This section provides an example implementation of the suggested model-based certification. First, the methodology from Section 3.2 is applied to the organizational
part of the initial control structure (see Figure 3-2 in Section 3.2) and a suitable
organizational structure for a model-based approach to certification is derived. Then,
the derived organizational control structure is used to identify processes to involve
certification throughout the AV life-cycle.

The suggested model-based approach to certification brings along many changes in the
responsibilities and interactions between stakeholders in the AV field (see Section 4.1.1
and 4.1.2). For example, as manufacturers are no longer responsible for safety analysis
and presenting evidence for the safety of their design, certification is no longer limited
to interactions between manufacturers and regulators. Rather, with a model-based
certification approach the certification effort is split between multiple entities such as
regulators, safety analysis providers, and verification institutions. These and other
changes have implications on the organizational part of the control structure. The
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conceptual architecture generation process demonstrated in Section 3.2 provides a
systematic way to identify unsafe control in the organizational structure and is used in
this thesis to derive a control structure that can facilitate a model-based certification.
Some examples of the organizational constraints that were identified in the scope of
this thesis and their implications on the organizational control structure are given
below3 .

DC-26: The results of the safety analysis must not impact the analyst‘s economic
benefit. [Scenario-21]
DC-27: AV manufacturers must receive information about causal factors in previous
accidents with AVs. [ Scenario-22]
DC-28: Problems in the operation of AVs must lead to a re-evaluation of the operational concept and procedures. [Scenario-23,24]
DC-29: Operator companies must receive direct feedback about their companies‘
accidents, incidents, and issues in operation. [Scenario-25]

Design constraint DC-26 points to the need for independence between safety analysis and the economic benefits of the conductor of the analysis and calls for a separate, manufacturer-independent safety analysis element in the control structure. Constraint DC-27 implies that accidents with AVs must be followed up by an accident
analysis and the identified causal factors must be distributed in order to prevent the
re-occurrence of causal factors in AV accidents. Hence, a centralized control structure
component is necessary to supervise the analysis of AV accidents, keep track of the
identified causal factors, and make them available to manufacturers and others.

Recommendation DC-28 and DC-29 both emphasize the need for feedback from operations. While recommendation DC-28 refers to feedback from operations to a centralized, higher-level control structure element that can order a re-evaluation of the
operational concepts and procedures of AVs, recommendation DC-29 suggests that
3

The UCAs and scenarios to the constraints are given in Appendix C.

87

operator companies have their own, direct feedback channel from the operation of
their vehicles to prevent companies from dismissing feedback (e.g. because they assume the feedback comes from other operator companies and does not apply to their
operations). The organizational control structure that results from refining the organizational part of the initial control structure is shown in Figure 4-1.
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Figure 4-1: Organizational structure for model-based certification.

Regulators are the central element of the organizational structure for model-based
certification. However, regulators are only responsible for managing the certification
process and no longer have to review the detailed designs of manufacturers. Similarly,
technology providers such as OEMs, suppliers, and other innovators also benefit from
the shift in responsibilities that comes with a model-based approach to certification
and can focus on development rather than being responsible for safety analysis and
preparing documentation for certification. The certification effort is carried out by
safety analysts and verification institutions. Safety analysts are third parties that
derive a conceptual architecture and safety requirements based on a description of a
system‘s functionality4 . Similarly, verification institutions are third parties that provide services such as testing, simulation, etc. to verify the compliance of a product
with safety requirements.

Verification institutions may be supported by research institutions with knowledge
about common gaps in state-of-the-art automation and suitable verification methods
while safety analysts may also be supplied with information from the regulator. For
example, regulators may provide safety analysts with information about currently
observed issues and help analysts include these issues in the analysis. Regulators
may receive this information from the safety administration that collects information
about causal factors in accidents, issues observed in operation, and concerns from
federal institutions such as accident investigation, law enforcement (e.g. police, traffic wardens, etc.), and traffic administration (e.g. highway administration).

In addition to the information from federal institutions the safety administration may
receive feedback about the use of AVs, their operating environment, observed issues,
and any changes in the operation of AVs through a reporting framework. The reporting framework is an interface for the public, training institutions, and stakeholders
involved in the operation of AVs to report concerns, human factors issues, accidents,
4

For example, institutions such as NCAP may be considered (see https://www.euroncap.com/

en).
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incidents, or any changes that may affect the safe operation of AVs. Based on the
information that the safety administration receives the safety administration may require the regulator to take safety measures or require a safety re-evaluation to identify
potentially necessary re-certification efforts.

Finally, insurance providers are responsible for providing insurance-relevant requirements to the regulator and building insurance models based on safety analysis data (safety
requirements and associated hazards) received from the regulator. Subcontractors and
toolmakers may support technology providers with the resources and tools needed for
development while operations management implements the operational requirements
from technology providers as operational procedures. In turn, operations management receives direct feedback from AV operations about accidents, incidents, and
complaints. An overview of the responsibilities in the organizational control structure for model-based certification is given below.

Regulators

Manage the certification process

Technology Providers

Develop technical solutions based on safety requirements

Safety Analysts

Provide conceptual architecture and safety requirements

Verification Institutions

Devise verification procedures to requirements;
conduct and document verification activities

Safety Administration

Coordinate safety efforts to protect the public

Law Enforcement

Report observed issues and potential concerns

Traffic Administration

Report issues observed in traffic

Accident Investigation

Identify causal factors in accidents
91

Insurance Providers

Identify insurance-relevant requirements; provide insurance based on satisfaction of safety
requirements

Research + Education

Raise awareness of technical gaps and safety
issues; generate knowledge and provide education

Training Institutions

Report issues observed in operator training

Reporting Framework

Provide means for feedback from operations

Public

Raise concerns of the public

Operations Management

Develop operational procedures; monitor operations and adapt procedures

Subcontractors

Provide resources to technology providers

Toolmakers

Provide tools for technology providers

The goal of regulation is to protect the public from hazards and ensure that a minimum level of safety is met [79]. Safety is an emergent system property that needs
to be controlled throughout the system life-cycle ([99], [95]). Any changes to a system, technical, social, or changes in the operating environment may impact safety
and need to be controlled ([79], [78]). AVs in particular, are subject to a dynamic
operating environment and provide a large amount of flexibility with respect to their
functionality. For instance, AVs may be modified by software updates offered through
manufacturer upgrades or AV apps. Further, while the operation of AVs is currently
limited to a few locations [112], if progress is made, AVs may spread quickly around
the globe and may soon be operated in environments beyond their originally intended
scope.

Finally, due to their ability to receive software updates, AVs may have longer lifecycles and may experience more change in their operating environment. For instance,
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owners may decide to keep their vehicle longer because the software update to bring
a vehicle up-to-date may be cheaper than buying a new vehicle. As a result, AVs
that were originally designed for one environment are then operated in a different
environment that has evolved over time.

Hence, certification must not cover initial development only but must monitor and
control any changes that occur throughout the life-cycle of all deployed AVs. In the
following the organizational structure from Figure 4-1 is used to derive the required
processes to involve certification throughout the AV life-cycle and ensure AV safety.

The first task of certification is to regulate new developments. Before manufacturers
can release their AVs on public roads they need to demonstrate that their design
is acceptably safe. In contrast, regulators are responsible for ensuring a minimum
level of safety by granting certification based on an evaluation of the safety of AV
designs. These responsibilities are currently addressed by assigning the responsibility
for safety analysis and safety documentation to manufacturers and the responsibility
for review of the documentation and approval for certification to regulators. As a
result, manufacturers are usually following the V-model for development and submit
documentation of development artifacts such as requirements, verification results, etc.
at the end of the process (see [110]). In contrast, a model-based certification approach
leads to a shift not only in responsibilities but also the steps in the certification
process. Figure 4-2 highlights the process steps for a model-based certification in the
control structure from Figure 4-1.
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Figure 4-2: Process steps for the certification of new developments.

In the first step, manufacturers provide the regulator with a functional description
of their system (see ○
1 in Figure 4-2). The functional description lays out the basic purpose and system and may be derived from a Concept of Operations that the
manufacturer may already have prepared. In the second step (see step ○),
2 the regulator provides the functional description to a safety analyst to create a conceptual
architecture and identify safety requirements. Then, the safety analyst follows the
methodology outlined in Section 3.2 to derive a conceptual architecture, identifies
safety requirements (see methodology in Section 3.3), and provides those to the regulator (see step ○).
3

The regulator shares the identified safety requirements and conceptual architecture
with the manufacturer as a basis for development (step ○).
4 The manufacturer, then,
designs the product based on the conceptual architecture and safety requirements
and requests a verification from a verification institution (step ○).
5 The verification
institution conducts the necessary tests, simulations, etc., and provides the regulator
with the verification results (step ○).
6 Based on the verification results the regulator
decides if certification approval is granted and provides manufacturers with the results of the approval decision (step ○).
7

Another important task of certification is the regulation of design changes such as
upgrades, updates, etc ([105], [95]). Design changes may be initiated by OEMs, e.g.
to offer additional functionality or keep vehicles up-to-date, by suppliers that offer
new or improved technology such as more reliable cameras, software, etc. or by other
innovators such as AV app developers, etc. While it is obvious that an update to the
automated driving software may manipulate vehicle behavior and impact safety AV
apps that do not change safety-critical functions themselves may also have an impact
on safety in interaction with other apps on the vehicle. However, verification of all
possible combinations of AV designs and apps is practically infeasible.

Nevertheless, STPA can help identify requirements and point to critical test cases.
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The organizational structure shown in Figure 4-1 provides a framework to leverage STPA through the suggested model-based certification approach and introduce
changes in a systematic way with regulatory oversight. The process steps for the
certification of design changes are outlined in Figure 4-3.
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Figure 4-3: Steps for the certification of design changes.

In the first step the technology provider that intends to introduce a change provides a
functional description of the planned changes to the regulator (see step ○
1 in Figure 43). The regulator then adds the conceptual architecture and safety requirements that
were used for the original development of the system and provides this information
to a safety analyst (step ○).
2 Based on the provided information the safety analyst
performs a safety analysis and identifies safety requirements. Most of the safety requirements will remain unchanged but a need for some new requirements or removing
some of the existing requirements may be identified.

The identified safety requirements are then shared with the regulator (see step ○)
3
which informs the technology provider about the updated safety requirements (step ○).
4
The technology provider uses the safety requirements to develop a design solution
and provides the finalized design to a verification institution with a request for reverification (step ○).
The verification institution conducts the verification of the
5
change and informs the regulator of the results (step ○).
The regulator uses the
6
verification results to decide on approval and either grants certification or demands
that the design is changed and re-verified against the safety requirements (step ○).
7

Finally, a task of certification is to ensure that changes in the operating environment
of AVs do not negatively impact safety ([105, p. 464], [95]). As more progress is made
in the AV field AVs may spread quickly to environments for which they were originally not designed for and safety has not been considered. Further, environments
may change over time and challenge the assumptions that were made in the original
design. The organizational structure from Figure 4-1 may be used to control these
changes in the operating environment of AVs through certification and ensure safety
throughout the life-cycle of AVs. The certification step to regulate changes in the
operational environment of AVs are shown in Figure 4-4.
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Figure 4-4: Certification steps for the regulation of changes in the operating environment of AVs.

Control structure elements such as Law Enforcement, Traffic Administration, training institutions, AV operators, the public, etc., continuously provide feedback about
changes in the operating environment of AVs to the Safety Administration5 (see
step ○
0 in Figure 4-4). The Safety Administration evaluates the reported changes
and commands a re-evaluation whenever a change has been identified (see step ○a).
1
The regulator provides the identified environmental changes to a safety analyst along
with a description of AV functionality (see step ○).
2 The safety analyst performs a
safety analysis, determines if there are new safety requirements that have to be met,
and shares the results of the analysis with the regulator (see step ○).
3 If new safety
requirements were identified the regulator provides the new requirements to OEMs
which can then consider design changes together with their suppliers (see step ○).
4

Once design changes are implemented the OEMs provide their design to a verification institution and request a re-verification (see step ○).
5 The verification institution
performs the verification and provides the regulator with the verification results (see
step ○).
6 Then, based on the verification results, the regulator grants re-certification
for operation in the changed environment or requests that further design changes be
made to satisfy the safety requirements (see step ○).
7

While this process addresses environmental changes over time it can also be applied
when vehicles are used in new types of environments. For example, if an owner
imports an AV to a new country for which the AV was originally not intended AV
owners or AV operator companies may start this process by simply requesting driving
permission with the respective safety administration (see step ○b).
1

The derived certification processes are mainly intended to solve certification problems
specific to AVs. However, the processes may lend themselves to addressing a number
of other currently existing problems in automotive, too. For example, as countries
5

The federal institutions provide direct feedback while training institutions, the public, and AV
operators provide their feedback through a reporting framework.
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put more effort into reducing the environmental impact of the automotive industry,
a systematic process is needed for managing driving permissions for vehicles of different age and technology. To date, rather radical approaches are taken with limited
success (see regulation in Mexico City [122] or the development with diesel vehicles
in Germany ([123], [124], [125], [126])). A more continuous approach such as the one
described above may help to find more effective solutions.
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Chapter 5
Summary
This thesis has suggested a model-based approach to the certification of automated
vehicles. The motivation for a such a new approach was given in Chapter 1. Chapter 2
presented a literature review that highlighted the currently existing safety problem
with AVs and identified gaps in the approaches that are currently taken to address
safety. In Chapter 3 a systematic process to derive a generic conceptual architecture
model for AVs was demonstrated and safety requirements were identified for the conceptual architecture. Chapter 4 described how the suggested model-based approach
to safety may be implemented through certification and how safety-related problems
with AVs such as regulation and insurance may be addressed using the derived conceptual architecture model and safety requirements. An organizational structure for
model-based certification was derived and processes to involve certification and address safety throughout the AV life-cycle were identified. In this chapter the research
contribution of this thesis is summarized (see Section 5.1) and an outlook on potential
future work is provided (see Section 5.2).

5.1

Research Contribution

This thesis has identified some of the problems that are currently holding AVs back
in generating the expected societal benefit. Most of the identified problems center
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around the topic of safety and therefore the following two research questions were
identified for this thesis (see Chapter 1):

1. How can a generic model for AVs be systematically derived?

2. How can the derived model be used to solve safety-related problems such as the
regulation and insurance of AVs?

The contribution of this thesis can be summarized by the answers it has provided to
these research questions.

Research question 1 was answered by demonstrating a systematic way to derive a conceptual architecture and safety requirements. Section 3.1 pointed to the limitations
of current approaches to safety and argued that a model-based approach to safety can
address these limitations and may help with solving the safety-related problems with
AVs. Section 3.2 demonstrated a methodology to systematically derive a conceptual
architecture model from a simple control-abstraction of AVs. Then, in Section 3.3
the derived conceptual architecture model was used to perform a safety analysis and
identify safety requirements for the conceptual architecture model.

Research question 2 was answered by showing how certification can help implement
the suggested model-based approach to safety and how the conceptual architecture
model and safety requirements can be used for safety-related problems with AVs such
as regulation and insurance. To date, there is no dedicated certification for AVs
in most countries. Section 4.2 derived an organizational structure and processes to
implement model-based certification that covers the entire life-cycle of AVs. With
the proposed model-based certification regulators as well as manufacturers may be
relieved as the efforts for safety analysis, the identification of safety requirements,
and certification is distributed across regulators, manufacturers, and third parties for
safety analysis, verification, etc.
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5.2

Future Work

The goal of this thesis was to provide a solution to the safety problem with AVs
that is currently a blocking point for their progress and large-scale deployment. It
was shown how a generic AV model may systematically derived and how the derived
model and safety requirements can be implemented through certification to address
the currently existing safety problem. Future work may build on this work to solve
problems beyond certification and facilitate progress in the AV industry. Possible
extensions of this thesis and topics for future work are outlined in the following.

One future research topic is the creation of a process to develop the conceptual architecture into a detailed architecture design. The model-based certification suggested
in this thesis uses the conceptual architecture model and safety requirements as a
design input to AV manufacturers. In order for manufacturers to use the conceptual
architecture and safety requirements as a starting point for design a process is needed
to develop these inputs into a detailed, physical architecture. Such a process may
allow manufacturers to develop their individual, likely confidential AV designs while
complying with the conceptual architecture that provides guidance with safety and
certification. In this way, sensitive design information can be protected while the risk
for manufacturers to violate safety standards and fail certification is minimized.

Another topic for future research is the identification of a verification strategy to
ensure that manufacturers‘ designs comply with the conceptual architecture and satisfy the safety requirements. If verification is delegated to verification institutions
(as suggested in this thesis) verifiers must be able to check if the designs they verify
can actually be described with the conceptual architecture that the safety requirements are based on or otherwise safety gaps will remain. A verification strategy may
devise verification methods such as theoretical analysis, visual inspection, testing,
simulation, etc. to determine compliance with the conceptual architecture and safety
requirements.
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Finally, future research may be conducted on identifying requirements for the organizational structure for model-based certification. The organizational part of the
control structure plays an important role in improving AV safety and the progress
of the AV field. This thesis has derived an organizational structure to implement
model-based certification and address currently existing safety-related problems with
AVs. However, this thesis stopped at the creation of the organizational structure and
more requirements could be found if a safety analysis is performed on the organizational structure. This may help identify more constraints for the controllers in the
organizational control structure and help prevent unsafe interactions.
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Appendix A
Unsafe Control Actions for the
Generation of a Conceptual
Architecture for AVs
This section provides some examples of the UCAs that were identified for the generation of a conceptual architecture model for AVs in the scope of this thesis.
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The Safety Driver does
not provide braking
when the vehicle‘s path
is not clear. (UCA-27)
[H-1,4]

The Safety Driver does
not provide braking
when the vehicle speed
exceeds speed limits.
(UCA-31) [H-2,3,4]

The Safety Driver does
not provide steering
when automated
steering is inconsistent
with vehicle speed.
(UCA-35) [H-1,2,3,4]

brake

steering

Not Providing

brake

Control
Action

The Safety Driver
provides steering that is
excessive beyond the
vehicle‘s limits for
controllability and
stability. (UCA-36)
[H-1,2,3,4]

The Safety Driver
provides manual braking
with insufficient amount
for an override when an
emergency vehicle is
present. (UCA-32) [H-4]

The Safety Driver
provides manual braking
with an excessive
amount of braking when
there is following traffic
that cannot decelerate in
time. (UCA-28) [H-1]

Providing

The Safety Driver
provides steering target
too late after vehicle has
exited automated mode.
(UCA-37) [H-1,2,4]

The Safety Driver
provides braking too
early before vehicle is in
safe area to decelerate.
(UCA-33) [H-1,4]

The Safety Driver
provides braking too late
after a collision can no
longer be avoided.
(UCA-29) [H-1]

Provided Too Early /
Too Late

Table A.1: Unsafe Control Actions – Safety Driver.

Continued on next page

Provided For Too
Long / Stopped Too
Soon
The Safety Driver
provides manual braking
for too long when
collision has already
been averted
(potentially causing
another collision).
(UCA-30) [H-1]
The Safety Driver
provides braking for too
long when over-speed
has already been
corrected (potentially
causing another
collision). (UCA-34)
[H-1]
The Safety Driver stops
providing steering too
early before a collision is
averted. (UCA-38) [H-1]
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activate
automated
driving

activate
automated
driving

activate
automated
driving

Control
Action

The Safety Driver does
not activate automated
driving when the vehicle
enters an area that is
automated driving only.
(UCA-42)][H-1,4]

The Safety Driver does
not activate automated
driving when the driver
is about to give up
control over the vehicle.
(UCA-39) [H-1,2,4]

Not Providing

The Safety Driver
activates the automation
when the automated
system is not fully
functional. (UCA-45)]
[H-1,2,3,4]

The Safety Driver
activates the automation
when the driver is not
familiar with the current
system configuration.
(UCA-43) [H-1,2,3,4]

The Safety Driver
activates the automated
driving when the vehicle
controls have not been
calibrated. (UCA-40)
[H-1,2,3,4]

Providing

The Safety Driver
activates automated
driving too early before
the vehicle has entered
an area that is eligible
for automated driving.
(UCA-46)] [H-1,2,4]

The Safety Driver
activates automated
driving too late after
giving up control over
the vehicle. (UCA-44)
[H-1,2,4]

The Safety Driver
activates automated
driving too early before
the driver has given up
control over the vehicle
(e.g. causes override).
(UCA-41) [H-1,2,4]

Provided Too Early /
Too Late

Table A.1: Unsafe Control Actions – Safety Driver (continued).

Continued on next page

Provided For Too
Long / Stopped Too
Soon
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disable automation
module

deactivate
automated
driving

Control
Action

The Safety Driver does
not disable a module
when the function of the
module is impaired.
(UCA-50) [H-1,2,3,4]

The Safety Driver does
not deactivate the
automation when
automated driving
behavior is inconsistent
(e.g. steering leads
vehicle off its path, etc.).
(UCA-47) [H-1,2,3,4]

Not Providing

The Safety Driver
disables any required
modules when
automated driving is
active. (UCA-51)
[H-1,2,3,4]

The Safety Driver
deactivates the
automation when there
are no means to control
the vehicle. (UCA-48)
[H-1,4]

Providing

The Safety Driver
disables a module too
late after problems with
a module have started to
impact automated
driving. (UCA-52)
[H-1,2,3,4]

The Safety Driver
deactivates automated
driving too late after the
automation has
maneuvered the vehicle
into an unsafe situation
(e.g. an imminent
collision). (UCA-49)
[H-1,2,3,4]

Provided Too Early /
Too Late

Table A.1: Unsafe Control Actions – Safety Driver (continued).

Continued on next page

Provided For Too
Long / Stopped Too
Soon
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throttle

Control
Action

The Safety Driver does
not provide throttle
when vehicle speed is
too slow for the current
location. (UCA-53)
[H-1,4]

Not Providing
The Safety Driver
provides throttle for too
long beyond speed limits
(e.g. limit for
controllability, speed
limit, etc.). (UCA-54)
[H-2,3,4]

Providing
The Safety Driver
provides throttle too
early when the vehicle‘s
path is not clear yet.
(UCA-55) [H-1,4]

Provided Too Early /
Too Late

Table A.1: Unsafe Control Actions – Safety Driver (continued).
Provided For Too
Long / Stopped Too
Soon
The Safety Driver stops
providing throttle too
early before automated
driving is re-activated.
(UCA-56) [H-1,4]
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The automation does
not provide a steering
command when the
vehicle is at an
intersection where the
traffic is managed by a
police officer. (UCA-61)
[H-1,4]
The automation does
not provide steering
when an obstacle enters
the vehicle‘s path.
(UCA-65) [H-1]

steering

steering

The automation does
not provide steering
when the vehicle is
about to enter a curve.
(UCA-57) [H-1,2,4]

Not Providing

steering

Control
Action

The automation
provides steering that
exceeds the vehicle‘s
limits for controllability
and stability. (UCA-66)
[H-1,2,3,4]

The automation
provides steering that
leads vehicle away from
its destination.
(UCA-62) [H-2]

The automation
provides steering to keep
the vehicle in its lane
when the driver is trying
to pass a bicyclist.
(UCA-58) [H-1,4,3]

Providing

The automation
provides steering too
late after an obstacle
has entered the vehicle‘s
path. (UCA-67) [H-1]

The automation
provides a steering rate
command too late when
an upcoming maneuver
has already started.
(UCA-63) [H-1,2,4]

The automation
provides a steering
command too early
when an upcoming
maneuver does not yet
require steering input.
(UCA-59) [H-1,2,4]

Provided Too Early /
Too Late

Table A.2: Unsafe Control Actions – Automation.

The automation stops
providing steering too
early before a collision
with an obstacle in the
vehicle‘s path has been
averted. (UCA-68) [H-1]
Continued on next page

Provided For Too
Long / Stopped Too
Soon
The automation stops
providing a steering rate
command too soon when
a sufficient steering
angle (for the planned
maneuver, trajectory,
etc.) has not been
reached yet. (UCA-60)
[H-1,2,4]
The automation
provides a steering rate
command for too long
when the vehicle has
already completed a
maneuver. (UCA-64)
[H-1,2,3,4]
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throttle

throttle

braking

Control
Action

The automation does
not provide braking to
bring the vehicle to a
safe stop when the
vehicle has suffered a
collision. (UCA-69)
[H-1,2,3,4]
The automation does
not provide throttle
when the vehicle is
merging into a faster
lane (e.g. to pass a
vehicle in front).
(UCA-73) [H-1,4]
The automation does
not provide throttle
when the vehicle comes
to a stop at a railroad
crossing. (UCA-77)
[H-1,4]

Not Providing

The automation
provides throttle when
the vehicle is unstable.
(UCA-78) [H-1,2,3,4]

The automation
provides throttle when
the vehicle path is not
clear. (UCA-74) [H-1,4]

The automation
provides a brake
command when the
driver is providing
throttle. (UCA-70)
[H-1,3]

Providing
The automation
provides braking that is
excessive and does not
allow the following
vehicle(s) to avert a
collision. (UCA-71)
[H-1]
The automation
provides throttle too late
when the vehicle‘s path
is no longer clear (e.g.
traffic light switched,
junction blocked, etc.).
(UCA-75) [H-1,4]
The automation
provides excessive
throttle when other
vehicles or obstacles are
close. (UCA-79) [H-1,4]

Provided Too Early /
Too Late

Table A.2: Unsafe Control Actions – Automation (continued).

The automation
provides throttle for too
long when vehicle has
already reached target
speed in its planned
trajectory. (UCA-80)
[H-1,3,4]
Continued on next page

The automation stops
providing throttle too
soon before the vehicle
has cleared an
intersection. (UCA-76)
[H-1,4]

Provided For Too
Long / Stopped Too
Soon
The automation stops
providing a brake
command too early
when the vehicle speed is
still above speed limits.
(UCA-72) [H-2,3,4]
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activate
headlights

Control
Action

The automation does
not provide headlights
when the light
conditions are low.
(UCA-81) [H-1,2,4]

Not Providing

Providing
The automation
provides headlights too
late after switching them
off for an oncoming
vehicle. (UCA-82)
[H-1,4]

Provided Too Early /
Too Late

Table A.2: Unsafe Control Actions – Automation (continued).

The automation stops
providing headlights too
early before light
conditions are sufficient.
(UCA-83) [H-1,4]

Provided For Too
Long / Stopped Too
Soon

Appendix B
Causal Scenarios & Design
Constraints for the Generation of a
Conceptual Architecture for AVs
This section provides some examples of the design constraints that were identified for
the generation of a conceptual architecture model for AVs in the scope of this thesis.

UCA-27: Safety Driver does not provide manual braking when the vehicle’s path is not clear (e.g.

red light, stop sign, etc.).

[H-1,2,3,4]

Scenario-16: The Safety Driver does not know that the automation is not active
and assumes that the automation will provide braking. This flawed process model
may result from one or more of the following:
a) The Safety Driver does not receive feedback on whether the automation is active.
b) The automation indicates that it is not active but the Safety Driver is unable
to interpret the feedback correctly, e.g. because the Safety Driver cannot see
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the feedback (feedback light in direct sunlight, etc.).

DC-30: The Safety Driver must receive continuous feedback on the tasks that are
currently carried out by automation (e.g. steering, throttle, fully automated driving,
etc.).
DC-31: The feedback on whether the automation is active must be robust against
interferences in the cockpit such as sun light, different viewing angles, etc.

Scenario-17: The Safety Driver does not know that the automation does not recognize obstacles in its path. This flawed process model may result from one or more of
the following:
a) The vehicle appears to slow down and the Safety Driver assumes that the vehicle
has detected the obstacles in its path.
b) The Safety Driver receives feedback that the vehicle has detected obstacles but
the feedback refers to other obstacles than the ones in the vehicle‘s path.
c) The Safety Driver does not receive information on which obstacles have been
detected by automation.

DC-32: The vehicle must continuously provide the operator with feedback about its
detected obstacles.
DC-33: Safety Drivers must receive training in identifying obstacles that were missed
by the automation.
DC-34: Procedures must be implemented to help Safety Drivers to verify continuously if the automation has missed any obstacles.

Scenario-18: The Safety Driver does not know that the vehicle is about to set off
and hence, does not pay attention to whether the vehicle‘s path is clear. This flawed
process model may result from one or more of the following:
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a) The automation does not inform the Safety Driver before it starts driving in
automated mode.
b) The automation informs the Safety Driver that it is about to start driving in
automated mode but the Safety Driver is unaware of the intended path (e.g.
Safety Driver may assume the vehicle will just re-position itself such as on a
parking space).

DC-35: The automation must request permission from the Safety Driver before it
starts to drive in automated mode.
DC-36: The automation must show its intended path as part of requests to start
automated driving.

Scenario-19: The Safety Driver is not aware of the limitations of driving automation
and assumes that closely monitoring traffic is not necessary. This flawed process model
may result from one or more of the following:
a) The Safety Driver has not received training about the limitations of automated
driving systems.
b) The training on handling the limitations of automated driving systems has led
the Safety Drivers to over-reliance, e.g. because the situations encountered
in the simulator training made the flaws of automation seem superficial and
predictable.

DC-37: Safety Drivers must receive training in understanding and handling the
limitations of automated driving systems.
DC-38: The training for Safety Drivers must incorporate accident scenarios from
the real world and must not rely exclusively on theory and simulator training.

Scenario-20: The Safety Driver is overwhelmed due to the assigned responsibilities
during AV operation. This may occur due to the following:
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a) The AV operator company has reduced the number of drivers in a vehicle and
hence, increased the workload per Safety Driver.
b) AV operator companies have ordered Safety Drivers to document observed flaws
of the automation during operation (e.g. for system improvements).

DC-39: The vehicle must provide support for Safety Drivers to document flaws of
the automated driving system without demanding much of their attention.
DC-40: Human factors experts and Safety Drivers must be involved in the allocation
of operational tasks to Safety Drivers.
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Appendix C
Design Constraints for the Generation
of an Organizational Structure for
Model-Based Certification
This section provides some examples of the UCAs and design constraints that were
identified in the scope of the generation of an organizational structure for model-based
certification in this thesis.

The vehicle manufacturer identifies safety gaps only insufficiently. (UCA84) [H-1,2,3,4]

Scenario-21:

The vehicle manufacturer is under economic pressure and cannot

afford slowing down development due to gaps found in the safety analysis.

DC-26: The results of the safety analysis must not impact the analyst‘s economic
benefit. [Scenario-21]
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The vehicle manufacturer provides an AV design that addresses common
causal factors in AV accidents only insufficiently. (UCA-85) [H-1,2,3,4]

Scenario-22: The vehicle manufacturer did not know the causal factors that have
contributed to previous accidents with AVs.

DC-27: AV manufacturers must receive information about causal factors in previous
accidents with AVs. [Scenario-22]

The operator company provided operational procedures that were ineffective for the safe operation of AVs. (UCA-86) [H-1,2,3,4]

Scenario-23:

The operator company did not know about problems in operation.

Scenario-24: The operator company knew about problems with the current operational procedures but did not consider changes necessary.

DC-28: Problems in the operation of AVs must lead to a re-evaluation of the operational concept and procedures. [Scenario-23,24]

Scenario-25: The operator company received feedback about accidents, incidents,
and issues in operation but assumed the data was collected from fleets of other operator companies and does not apply to their fleet.

DC-29: Operator companies must receive direct feedback about their companies‘
accidents, incidents, and issues in operation. [Scenario-25]
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